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Abstract 
 

One major goal of functional genomics research is to take large sets of biological data, usually 
correlational, and elucidate functional interactions between elements in a causal pathway net-
work. Such efforts have led to the development and use of different network inference algo-
rithms to predict biological pathways. In certain cases, however, our goal is to learn about a 
model of the system not for prediction but for discovering the domain structure. A common 
approach for the modelling of complex biological systems is the use of Bayesian networks 
because these models are capable of incorporating information from multiple levels of analy-
sis.  In this technical report we describe the results of the application of Bayesian networks to 
determine interactions between gene expressions in healthy human kidney cells. First, we 
show how Bayesian networks, in combination with Markov Chain Monte Carlo simulations, 
can be used to investigate interactions between gene expression profiles. We applied this ap-
proach to genomic expression data gathered using Affymetrix GeneChips, which are high-
density oligonucleotide arrays printed using a lithographic masking process. Although the 
expression levels of  22.283 genes were measured, due to computational limitations, we con-
sidered 200 of these genes only. These human genes were most significantly differentially 
expressed in healthy and carcinoma-diseased kidney cells as shown by Jung (2003). It is rea-
sonable to assume that these genes are involved in the response to carcinoma-pathogenesis. 
Therefore, to understand the pathogenesis of kidney-cell-carcinoma, it is important to identify 
interactions between these biologically interesting genes under healthy conditions. The goal 
of our analysis is to identify these interactions. For each gene, 60 expression measurements of 
the mRNA levels in healthy kidney cells were available. Unfortunately, the convergence di-
agnostics discover that due to the sparseness of the data our approach is not suitable. There-
fore, we present our idea of a modified scoring-metric in the appendix.   
Note that the data set was made available for a confidential analysis only, so that the names of 
the genes can not be published in this technical report. We therefore refer to these genes using 
the pseudo-names X1,...,X200. 
 

 
 

Overview 
 
The paper is organised as follows. In the first section we give a brief introduction to func-

tional genomics and describe the motivation of our analysis. In the second section Bayesian 

networks models are described. Next, in Section 3 we concentrate on structure learning from 

sparse, but complete, data sets. Rather than provide a brief overview of all possible methods, 

we present one of the most common approaches in detail and focus on the mathematical 

methods. Section 4 continues with structure learning. The important MC-algorithm of Madi-

gan and York is described. At the end of the section, we describe how to use this algorithm to 

solve the problems that remained unsolved in the previous section. We focus especially on the 

determination of confidence-levels of various structural features. In section 5 we describe the 

properties of a self-written software-library that deals with the statistical approach presented 

in the previous sections. It will come as no surprise that the theory presented in this report is 
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not meant to be exhaustive. Therefore, we will give a brief guide to further literature on learn-

ing Bayesian networks in Section 6. Section 7 deals with an information-preserving-data-

discretisation algorithm developed by Slonim and Tishby (2001) and Section 8 gives a brief 

discussion of how to extract sub-networks, i.e. substructures of interacting variables, from the 

confidences of Markov-Relation-Features. This approach was developed by Friedman et al. 

(2001). The ninth Section is devoted to the application of our proposed method to a data set, 

containing 60 gene expression measurements of the mRNA levels of 200 genes in healthy 

human kidney cells. These genes are known to be differentially expressed in carcinoma-

diseased and healthy kidney cells as shown by Jung (2003). The goal of our analysis is to 

identify interactions between these genes to help gain an understanding of the functions of 

these genes and the pathogenesis of kidney-cell-carcinoma. Finally, Section 10 closes this 

report with a summary of our analysis and a brief discussion of the results.  

 

In the appendix of this report we demonstrate some drawbacks of the standard Bayesian Score 

that arise when analyzing sparse data sets and present our idea of a new scoring metric that 

might be more suitable when analyzing sparse gene expression data.  

 

Since the data set was made available for a confidential analysis only, unfortunately no trans-

lation tables - assigning the corresponding gene names to the variables X1,...,X200 - can be 

given within this technical report.  
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1 Introduction and motivation 

Living cells contain thousands of genes, each of which codes for one or more proteins. These 

proteins in turn regulate expression of genes through complex regulatory pathways to ac-

commodate changes in their environment. Gene expression is regulated at many molecular 

levels starting from the DNA level to the mRNA level to the protein level. The availability of 

genomic expression data promises to have a profound impact on the understanding of basic 

cellular processes, the diagnosis and treatment of disease and the efficacy of designing tar-

geted therapeutics. Relevant to these objectives is the development of a deeper understanding 

of the various mechanisms by which cells control and regulate the transcription of their genes. 

Microarray technology allows the monitoring of expression levels in cells for thousands of 

genes simultaneously. For instance, Affymetrix Chips are high-density oligonucleotide arrays 

printed using a lithographic masking process. Affymetrix reports the expression level of a 

target mRNA species using fluorescent intensities measured at perfect match and mismatch 

probes. Subsequently, for each gene expression an average difference score is calculated. For 

further details on the biotechnology behind Affymetrix-Chips see Lockhart et al. (1996). 

Bayesian network methodology can be applied to microarray expression data to investigate 

the association structure among corresponding genes and identify gene networks. Gene net-

works are collections of gene-gene regulatory relations in a subset of a genome. The focus is 

on the existence and magnitude of interaction between genes. More precisely, these interac-

tions describe how changing activity of genes affects the activity of other genes. For instance, 

the resulting gene networks indicate which genes are co-regulated and may therefore be in-

volved in related biological processes. In short, elucidating gene networks is a useful step on 

the way to uncovering biochemical pathways of cell types and pathogenesis of diseases.    

The goal of our analysis is to identify interactions between genes in healthy kidney cells. The 

data set consists of measurements of gene expression levels of 200 genes in each of 60 sam-

ples and was measured using Affymetrix microarray chips. Using an approach of Gannoun et 

al. (2004) Jung (2003) found that these 200 genes have (significantly) altered expression lev-

els in healthy and carcinoma-diseased human kidney cells, so we suggest that they play a key 

role in pathogenesis of kidney carcinoma. We hope that our analysis helps to uncover the 

regulatory transcription mechanisms behind these biologically interesting genes under healthy 

conditions. 
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2  Introduction to Bayesian networks 
 
A graphical model is a family of probability distributions incorporating the conditional inde-

pendence assumptions represented by a graph. The graph G consists of a set of nodes, each 

corresponding to a random variable. The edges between the nodes, also called vertices, corre-

spond to probabilistic dependencies between the represented variables. In other words the 

variables X1,…,Xn are in one-to-one correspondence with the nodes {1,…,n} and the graphi-

cal structure (set of edges) determines the relationships between them. A directed edge is 

called an arc. For example the notation AB represents an arc pointing from node A to node 

B. A graphical model is constructed by specifying local dependencies of each node of the 

graph in terms of its immediate neighbours. 

A Bayesian network (BN) is a graphical model in which all edges are directed without di-

rected cycles, that is, cycles where all the arcs point in the same direction. Cycles such as 

ABCA or AB are not allowed. An example for a Bayesian network is given in Fig-

ure 2.1. 

 

A directed acyclic graph with the following dependence relations: 
AB, AC, BD, CD and DE. 

FIGURE 2.1: Example of a Bayesian network. 
 

For all Y, Z{X1,…,Xn} define: 

Y is a parent of Z, if there is a directed edge (arc) from node Y to node Z. Z is called a child 

of Y. For example in Figure 2.1 the nodes B and C are parents of node D and node E is a child 

of D. 
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[Z] is defined as the set of all parents of Z, that is, the set of all nodes from which a directed 

edge points to node Z. Other parents of the children of a node X are called coparents of X. In 

Figure 1, [D] is given by {B,C}. The node A has no parents, so [A]={}. The node B is a 

coparent of C and vice versa, because B and C have a common child D.  

The Markov Blanket MB[Y] of a node Y is the set of children, parents and coparents of Y. In 

Figure 2.1 the Markov Blanket MB[C] of node C is given by {A,B,D} because A is the sole 

parent of C, D is the sole child of C and B, as another parent of D, is the sole coparent of C.  

 

If a node Z is reached by following directed edges, starting at node Y, it is called a descendent 

of Y and Y is called an ancestor of Z. In Figure 2.1 the nodes A, B, C and D are ancestors of 

E. The node A has no ancestors. The descendents of A are given by B, C, D and E. 

As mentioned above, the arcs between the nodes represent probabilistic dependencies. In Fig-

ure 2.1, A has influence on B and C, which in turn have both influence on D. Obviously A has 

influence on D through B and C.  The dependency structure in Bayesian networks is based on 

the concept of the Markov blanket. The conditional distribution of a variable Xi, given the 

other n-1 variables, in a Bayesian network is given by: 

 

P(Xi |X1,…,Xi-1,Xi+1,…,Xn) = P(Xi |MB[Xi])   (i=1,….,n). 

 

In particular for the set {Xi1,…,Xik} of all ancestors of a variable Xi the conditional distribu-

tion of Xi, given its ancestors Xi1,…,Xik, just depends on the parents [Xi] of Xi: 

 

P(Xi |Xi1,…,Xik) = P(Xi |[Xi]). 

 

In addition to this, each variable Xi is independent of its non-descendents (without parents) 

given its parents in the network. This rules lead to the following factorisation rule for the joint 

probability distribution in Bayesian networks: 





n

i
iin XXPXXP

1
1 ]),[|(),....,(  (2.1) 

 

where [Xi]={}, if the node Xi has no parents. For a derivation of this formula see Jensen 

(1996). The terms in the product of formula (2.1) are referred to as local probability distribu-

tions. 

 7



For the network represented in Figure 2.1 the application of formula (2.1) yields the following 

factorisation of the joint probability: P(A,B,C,D,E) = P(A)P(B|A)P(C|A)P(D|B,C)P(E|D). 

The main advantage of the factorisation is that the joint probability distribution of the vari-

ables X1,…,Xn is given by a product of simpler conditional probability distributions. When 

the local probability distributions are known, the joint probability distribution of all variables 

is calculable by multiplication. For further details and references, see Murphy (2001a). 

 

So far we can summarize that directed acyclic graphs imply sets of independence assumptions 

for graphical models. Unfortunately, however more than one graph can imply exactly the 

same set of independencies. For example the two-nodes-graphs (G1) X1X2 and (G2) X1X2 

both imply that the variables X1 and X2 are not independent. This leads to identical probabil-

ity distributions for both graphs:  

 

P(X1,X2|G1) = P(X1)P(X2|X1) = P(X1,X2) = P(X2)P(X1|X2) = P(X1,X2|G2). 

 

Consequently the independence assumptions of graphical models cannot be uniquely repre-

sented by directed acyclic graphs (DAGs).  

 

When two Bayesian networks over the domain {X1,…,Xn} assert the same set of independ-

ence assumptions among the variables, those networks are said to be equivalent. This relation 

of network equivalence imposes a set of equivalence classes over Bayesian network struc-

tures. The graphs within an equivalence class have the same underlying undirected graph but 

might disagree on the direction of some of the edges. Figure 2.2 shows two graphs over the 

domain {X1,X2,X3,X4}, which are equivalent. Both graphs represent only two independence 

relations. As well the variables X1 and X4 as the variables X2 and X4 are independent given 

X3. All the other pairs of variables are immediately connected by an arc, and therefore de-

pendent. 

In particular, expanding the factorisation rule mentioned above (see formula (2.1)) gives the 

same factorisation of the joint probability for both graphs: 

 

   P(X1,X2,X3,X4|Graph 1) = P(X1|X3) P(X2|X1,X3) P(X3|X4) P(X4) = P(X1,X2,X3) P(X4|X3) 

   P(X1,X2,X3,X4|Graph 2) = P(X1) P(X2|X1,X3) P(X3|X1) P(X4|X3) = P(X1,X2,X3) P(X4|X3). 
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Graph 1 Graph 2 

            FIGURE 2.2: Two equivalent directed acyclic graphs 
 The arcs X3X1 and X4X3 have opposite orientation on the right.  

Verma and Pearl (1990) prove that two directed acyclic graphs are equivalent if and only if 

they have the same skeletons and the same v-structures.  

The skeleton of a directed acyclic graph is defined as the undirected graph resulting from ig-

noring the directionality of the edges. (Note that the graphs in Figure 2.2 have the same con-

figuration of edges without their direction. They differ only with regard to two edge direc-

tions.)  

A v-structure in a directed acyclic graph is an ordered triple of pairwise different nodes 

(Xi,Xj,Xk) (i,j,k{1,…,n}) such that: 

(1) the graph contains the directed edges XiXj and XkXj 

(2) there is no arc between Xi and Xk. 

In other words a v-structure denotes a configuration of two directed edges converging on the 

same node without an edge between the parents. The two graphs in Figure 2.2 have the same 

v-structures, namely none. The directed graph in Figure 2.1 has the following set of v-

structures: (B,D,C) and (C,D,B).  

 

Many scoring metrics derived in the literature are score-equivalent, that is, lead to the same 

scores for equivalent Bayesian networks (Chickering (1995)). Consequently, using score-

 9



equivalent metrics only equivalence classes can be learned from data not individual networks 

within each class. Note that this property of score-equivalence is not disadvantageous. On the 

contrary, score-equivalence is desirable because equivalent graphs assert the same set of inde-

pendence assumptions among the variables and therefore must be seen as equally expressive. 

Thus, the application of a non-score-equivalent criteria, which arbitrarily prefers a graph of an 

equivalence class, is not necessary.  

 

Chickering (1995) shows that equivalence classes of directed acyclic graphs (DAGs) can be 

uniquely characterized using completed partially directed acyclic graphs (CPDAGs). 

CPDAGs contain both directed and undirected edges and are acyclic in the sense that they 

contain no directed cycles. Every directed edge XY of a CPDAG denotes that all members 

of the equivalence class contain this edge, while every undirected edge X-Y in this representa-

tion denotes that some members of the equivalence class contain the directed edge XY, 

while others contain the oppositely orientated edge XY.  

Given a directed acyclic graph G the CPDAG-representation of its equivalence class can be 

constructed efficiently. With respect to the v-structures one has to decide for every directed 

edge, if it is reversible or not. An edge of G is not reversible (compelled) if and only if for 

every directed acyclic graph G` equivalent to G this edge exists in G`. If there exists some 

directed acyclic graph equivalent to G in which this edge has opposite orientation, the edge is 

reversible. As mentioned above in a CPDAG every compelled edge is represented by a di-

rected edge, while the reversible edges are represented by undirected edges. Note that any 

edge participating in a v-structure is compelled. However not every compelled edge necessar-

ily participates in a v-structure because the reversal of such an edge can lead to other v-

structures.  

 

As an example consider the edges of the directed acyclic graph of Figure 2.1. As mentioned 

above the v-structures of this graph are given by: (B, D, C) and (C, D, B). Therefore the edges 

BD and CD are compelled. Furthermore, although not participating in a v-structure, the 

edge DE is compelled because the reversal of this edge would lead to four new v-structures, 

namely: (B, D, E), (E, D, B), (C, D, E) and (E, D, C). The edges AB and AC are reversi-

ble. 

  

Table 2.1 shows all members of the corresponding equivalence class and Figure 2.3 shows the 

CPDAG-representation of this class. 
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 Reversible edges Compelled edges 

CPDAG (Fig. 2.3) A - B A - C BD CD DE 

DAG1 (Fig.2.1) AB AC BD CD DE 

DAG2 AB AC BD CD DE 

DAG3 AB AC BD CD DE 
 

Table 2.1: Representation of the three members of the equivalence class 

 

Note that the simultaneous reversal of both edges AB and AC in Figure 2.1 would lead to 

new v-structures: (B, A, C) and (C, A, B) and, consequently, to a graph that is not equivalent 

to the three graphs in Table 2.1.  

A

D

B C

E

 

Figure 2.3: The CPDAG-representation of the DAG represented in Figure 2.1 
The edges AB and AC are not directed (reversible). 

 

An algorithm that takes as input a Bayesian network structure (directed acyclic graph), and 

outputs a CPDAG-representation of the equivalence class to which that structure belongs, can 

be found in Chickering (2002). Alternative algorithms that can be used to convert directed 

acyclic graphs into CPDAGs are given by Andersson et al. (1995) and Meek (1995).  
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3  Learning Bayesian networks 

Based on an independent random sample D=(d1,…,dN) of the joint probability distribution 

P(X1,…,Xn), our objective of interest is learning the structure of the Bayesian network. One 

possible method of learning is to search for the structure that is most supported by the data. 

Statistically this means to choose, on the basis of the observed sample D, the graph whose 

independency-model best represents the mechanism that generated the data. This structure G* 

maximises the posterior distribution and therefore satisfies: P(G*|D)P(G|D) for all valid 

network structures G. See Chickering et al. (1995) for a comparison of several heuristic 

search-methods. For microarray experiments the data are usually sparse, that is, the amount of 

data is small relative to the size of the model. Therefore a single structure G* gives no ade-

quate insight into the relations between the variables and it is more appropriate to report con-

clusions from more than one model. A way of summarising such conclusions is to take a 

weighted average of the results, with weights that reflect the importance of each model G. 

This can be easily accomplished in the Bayesian approach, averaging model-specific infer-

ences with the Bayesian model scores P(G|D) as weights. Therefore, we have to sample net-

works from the posterior distribution P(G|D) (G). The sampled networks G1,…,Gm (mN) 

can be used to discover dependence relations (features) between the variables X1,…,Xn, as we 

will see in Section 4. This approach is called Bayesian model averaging (BMA). See Hoeting 

et al. (1999) for a general tutorial on BMA.  

Score-equivalence as described in Section 2 within this BMA-approach is given when the 

relationship: P(G|D) = P(G`|D) holds for equivalent graphs G and G`. This means that all net-

work structures that belong to a certain equivalence-class are equally supported by the data, 

that is they have the same likelihood-score. As we will see in the remainder of this section this 

demand can be easily accomplished in BMA. But the consequence of score-equivalence is 

that for every sampled network structure Gi (i{1,…,m}) one has to identify the whole 

equivalence class to which Gi belongs, namely the CPDAG-representation of Gi. The result-

ing sample of CPDAGs can be used to estimate probabilities of certain relations between the 

variables. We return to this point in the next section. The first goal is to sample from the pos-

terior distribution P(G|D) (G). 

The posterior probability (Bayesian score) of a certain network structure G0 given the dataset 

D can be represented as follows: 









G

GPGDP

GPGDP

DP

DGP
DGP

)()|(

)()|(

)(

),(
)|( 000

0 .  (3.1) 
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P(G) is the prior-probability over the space of possible Bayesian networks and P(D|G) is the 

marginal likelihood (G).  

 

Unfortunately, as a function of the number of nodes, n, the number of possible network struc-

tures || grows exponentially. Robinson (1977) derived the following recursive function for 

approximately determining the number of possible network structures that contain n nodes: 

 

)(2)1()( )(

1

1 inf
i

n
nf ini

n

i

i 







 



 . (3.2) 

 

Consequently, the denominator on the right hand side of formula (2.1), which is a sum over 

the whole model space , is not tractable. Nevertheless, with regard to the discussion of 

Markov Chain Monte Carlo (MCMC) simulations in the next section, let us consider the nu-

merator of formula (2.1). The marginal likelihood of the data D given G0, P(D|G0), is defined 

as the integral over all possible parameter values for G0. This leads to: 

 

    dGfGDfGPdGDfGPGPGDPDGP )|(),|()()|,()()()|(),( 00000000
 

  (3.3) 

In other words, the probability of observing the data D, given the network structure G0, can be 

represented as an integral over the whole parameter space =(G0).  The parameters depend 

on the structure G0, which defines the independence relations between the variables, and the 

functional form of the density function f(D|,G0). This density function corresponds simply to 

the probability of the data given a specific Bayesian network (G0,). Note that the dimension 

of the parameter vector  is associated with the network structure. Under certain assumptions 

we can specify the functional form of f(D|,G0) and thereby the parameter space.  

  

Firstly, we assume that the variables Xi are discrete, having r(i) possible values xi,1,…,xi,r(i)  

and each local distribution function P(Xi |[Xi])  is a collection of multinomial distributions, 

one distribution for each configurations of the parents [Xi] (i=1,...,n).  

We define for i=1,…,n: 

 

kjiii jXkXP ,,))(|(  . (3.4) 
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In other words, i,j,k is the probability that the variable Xi takes on its k-th value, given the j-th 

parent-configuration of Xi (j=1,….,q(i)). The values q(i) are given by:  





)(

)()(
iPj

jriq , where P(i) ={l{1,…,n}: Xl(Xi)} (i=1,…,n). 

They represent the numbers of possible parent-configurations for the variables. The parame-

ters i,j,k (i=1,…,n,  j=1,…,q(i), k=1,….,r(i)) are unknown, and satisfy the constraints: 

0 i,j,k  1 and  . 



)(

1
,, 1

ir

k
kji

Consequently, the parameters 1,, ji are given by: . 



)(

2
,,1,, 1

ir

k
kjiji 

 
For convenience, we additionally define: 

),...,( 1 n  , where  , )(,...,1
)(,...,1,, )( iqj

irkkjii

 

and ),...,( )(,,1,,, irjijiji   . 

 

Note that i are the parameters for the conditional probability distribution for the i-th variable 

Xi (i=1,…,n). 

 

The multinomial distribution is flexible and can model combinatorial interactions between the 

parents. Although it requires a lot of data to estimate a variable X with the values 1,…,r and k 

parents Y1,…,Yk with the values 1,…,r needs rk(r-1) parameters to specify its conditional 

probability distribution P(X |(X)=(Y1,…,Yk)). Nevertheless multinomial models are pre-

ferred to linear Gaussian models because the latter do not support the modelling of non-linear 

interactions. Due to this fact a discretisation of continuous-valued nodes, respectively vari-

ables, is often required. A simple discretisation process (quantile-discretisation) and a more 

complex discretisation-approach based on the Information-Bottleneck (Slonim and Tishby 

(2001)) for continuous-valued variables are presented in Section 7.  

 

The multinomial-model-assumption combined with the independence of the observations 

d1,…,dN leads to the following representation of f(D|,G0): 

  
    


N

l

N

l

n

i

N

l

n

i
ildiliiiil ilXildXPGdfGDf

1 1 1 1 1
],[],,[,00 ]),[)(,|],[(),|(),|( 
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where d[l,i] represents the value of the i-th variable Xi in the l-th case dl. The symbol [l,i] 

represents the parent-configurations of the i-th variable in the l-th case. This means the mar-

ginal likelihood decomposes into a product of terms, one for each variable Xi (i=1,…,n). 

 

By grouping terms, we can rewrite it as: 


  


n

i

iq

j

ir

k

kjiN
kjiGDf

1

)(

1

)(

1

),,(
,,0 ),|(  , (3.5) 

 

where N(i,j,k) is the number of cases in D in which variable Xi has the value xi,k and the par-

ent-configuration (Xi) is given by j (i=1,…,n, k=1,…,r(i) and j=1,…,q(i)). Substituting for-

mula (3.5) into equation (3.3), we obtain: 

 

 dGfGPGPGDP
n

i

iq

j

ir

k

kjiN
kji )|()()()|( 0

1

)(

1

)(

1

),,(
,,000  

  

. (3.5) 

 

Following common practice, we further assume global and local parameter independence (see 

Cooper et al. (1992) for further details). This means for the parameter prior: 

 


 


n

i

íq

j
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n

i
ii fXfGf

1
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1
)(,,1,,

1
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Substituting this result into equation (3.5) provides: 

 

 dfGPGPGDP
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By using the independence of the terms, we can convert this integral of products to a product 

of integrals: 

 
  











n

i

iq

j
irjijiirjiji

ir
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kjiN
kji dfGPGPGDP

1

)(

1
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),,(
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The Dirichlet-prior is the conjugate prior for the multinomial. So it is usually used for the pa-

rameter distributions f(i,j,1,….,i,j,r(i)).  
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For i=1,…,n and j=1,…,q(i) the Dirichlet-prior i,j=(i,j,1,….,i,j,r(i)) DIR((i,j,1),…,(i,j,r(i))) 

is defined as: 
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  ,  (3.8) 

where (.) is the gamma function. (Note that for positive integers (n)=(n-1)!.) 

The hyperparameters (i,j,k)>0, have a simple interpretation as pseudo counts, see Murphy 

(2001b). The quantity (i,j,k) represents the number of imaginary cases in which the event 

(Xi=k and (Xi)=j) has already occurred (in some ‘virtual’ prior database). In particular a 

special choice of the hyperparameters yields likelihood-equivalence.   

Next, substituting (3.8) into (3.7) leads to: 
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where . 
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Cooper et al. (1992) show that the solution of this product of multiple integrals is given by: 
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where and . 
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If we select an uninformative prior, that is, (i,j,k)=1 for all i,j and k formula (3.9) simplifies 

to: 
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Note that the selection of an uninformative prior leads to a uniform distribution of the parame-

ter-vectors i, j (1in and 1jq(i)). The density-functions then fulfil:  

f(i,j,1,…,i,j,r(i)) = (r(i)-1)! for 0i,j,k1 (k=1,…,r(i)) with the constraint  
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Unfortunately, this prior leads to non-equivalent likelihood-scores, that is, different scores for 

equivalent Bayesian networks. Buntine (1991) proves that the following pseudo-counts: 

(i,j,k)=(r(i)q(i))-1,  (N) 

with q(i) the number of configurations of the parents and r(i) the number of realizations of 

node Xi gives equal likelihoods to equivalent network structures.  is called the total prior 

precision. 

 

As result of this section we can summarize that under certain assumptions the numerator of 

the Bayesian score (see formula (2.1)): 
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has a closed-form solution while the denominator is not tractable. Furthermore, under fairly 

weak conditions equivalent Bayesian networks have the same likelihood score. In the next 

section we describe how to obtain a sample from P(G|D) (G). 
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4  Sample from the posterior distribution via the MC-algorithm 

In this section we describe the MC-algorithm of Madigan and York (1995). This algorithm 

uses a Markov Chain Monte Carlo (MCMC) method to generate a sample from the posterior 

distribution P(G|D) (G). The aim of MCMC is to construct a Markov Chain that will con-

verge to the target function. The method consists of evaluating, at each step of the Markov 

Chain, whether a candidate model G` can replace the current model G, with a specified accep-

tance probability that we will derive below. Stepwise we obtain a sample G1,…,Gm from the 

target distribution P(G|D) (G). The important feature of a Markov Chain is that, under the 

weak assumption of ergodicity, the distribution converges to a stationary one. 

We will use this fact and devise a Markov Chain with state-space  that converges to the pos-

terior probability P(G|D) (G). In other words, our construction will guarantee that our 

Markov Chain has the desired stationary distribution. We can then simulate this Markov 

Chain, obtaining a sequence of samples G1,….,Gm from P(G|D) (G). The general mecha-

nism of a Markov Chain (Mn)nN with state-space S (|S|<) is given by: 




 
Sy

nn yMPyxTxMP )()|()( 1   (for all states xS and nN). 

T(x|y) (x,yS) is the transition kernel and denotes the probability of a transition from y to x. 

In addition an initial distribution P(M1=z) (zS) is defined. 

If T(x|x)>0 for all states xS and for all x,yS there exists an integer kN, so that 

P(Mn+k=x|Mn=y)>0 , it is guaranteed that (Mn)nN converges to a stationary distribution P: 

P(Mn=z)P(z)   for n  (zS). 

See Gilks et al. (1996) for further details and references. P(z) (zS) is independent of the 

initial distribution and uniquely determined by the transition kernel.  

We want to construct a Markov Chain (Mn)nN with state-space  in such a way that the sta-

tionary distribution is the desired posterior: 

P(G) = P(G|D)   (for all G). (4.1) 

As mentioned above the transition kernel T(.|.) determines the stationary distribution. There-

fore we have to choose it skillfully.  Husmeier (2004) proves that the equation of detailed bal-

ance:  

)`,(

),(

)`|(

`)|(

DGP

DGP

GGT

GGT
   (G,G`) (4.2) 

is a sufficient condition for (4.1). We can overcome the difficulty of determining a transition 

kernel satisfying (4.2) by a trick. We decompose the transitions into two parts. In a first step a 
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new structure G is proposed with a probability Q(G|G`) that depends on the current state 

G`. Next, G is accepted with an acceptance-probability A(G|G`) or refused with probability 1-

A(G|G`). The chain is left unchanged, that is, the next state Mn+1 is the same as the current 

state Mn, if the proposed structure G is not accepted. The transition probabilities are then 

given by: T(G|G`) = Q(G|G`)  A(G|G`) (for all G,G` with GG`) and 

)`|()}`|(1{)|(
`

GGQGGAGGT
G

 


   (G). 

 

The proposal probabilities Q(G|G`) (G,G`) are defined by the way we design our moves in 

the model-space . Given these probabilities we have to choose the acceptance probabilities 

as follows: 
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Note that is equal to`)|( GGR
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 what leads to: R(G|G`)>1 R(G`|G) = 1
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GGR
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Consequently holds:  

 

A(G|G`)=1  A(G`|G)=
`)|(

1

GGR
 and A(G|G`)=R(G|G`)  A(G`|G)=1. 

 

It is now easy to show that the equation of detailed balance (4.2) is satisfied. For the ratio of 

transition probabilities we get: 
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So far we can summarize that the transition kernel T(G|G`)=Q(G|G`)A(G|G`) with A(G|G`) 

defined in dependence of Q(G|G`) satisfies the condition of detailed balance. The conver-

gence of the Markov Chain to the desired posterior distribution P(G|D) can now be reached by 
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selecting proposal probabilities in such a way that T(G|G)>0 for all G and that for all 

G,G` exits a k=k(G,G`)N  so that P(Mn+k=G|Mn=G`)>0 for all nN. 

Madigan and York (1995) show that  proposal probabilities defined as follows: 
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satisfy these constraints. In formula (4.3) nbd(G`) is the neighbourhood of G`, that is the col-

lection of all directed acyclic graphs that can be reached from G` by deletion, addition or re-

versal of an edge of the corresponding graph including G` itself. 

 

Adding and removing of arcs with a positive probability is needed for the constraints men-

tioned above. Arc reversals determine a faster convergence of the Markov Chain as shown in 

Giudici and Castelo (2003). However, Madigan et al. (1995) point out that the reversal of re-

versible-edges (see Section 2)  directly leads to a graph within the same equivalence class. 

They conclude that one of the drawbacks of using a Markov chain in the space of network 

structures is that the chain may visit equivalence classes proportionally to their size (in terms 

of how many members they may have). In order to alleviate this problem, they recommend  

allowing only reversals of compelled edges. Therefore, for the remainder of this report we 

consider legal only reversals of compelled arcs. Consequently, we have to modify the defini-

tion of a graph’s neighbourhood with regard to this restriction. Furthermore, a reasonable ap-

proach adopted in most applications of Bayesian networks to the reverse engineering of ge-

netic networks is to impose a limit (‘fan-in’) on the maximum number of edges converging on 

a node. The practical advantage of this restriction on the maximum fan-in is a reduction of the 

computational complexity, which improves the convergence of the Markov-chain in the 

MCMC simulation. Fan-in-restrictions can be satisfied because many experimental results 

show that the expression of a gene is controlled by a comparatively small number of active 

regulator-genes, while on the other hand regulator-genes themselves are unrestricted in the 

number of genes they may regulate. The imputation of  a fan-in-restriction again leads to a 

reduction of a graph’s neighbours.  All graphs that contain nodes with too much parents (more 

than the fan-in-value) have to be removed from the respective neighbourhoods. 
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The main advantage of the proposal distribution, mentioned above,  is that it is efficient to 

compute: 

`)|()`,(
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 , 

when G and G` only differ by a single edge. Inserting (4.3) into this equation we obtain for all 

G: 
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 , and R(G|G`) =0 for Gnbd(G`). 

 

It is common to use a uniform prior P(G) over the neighbours of G`.  This means 

P(G)=|nbd(G`)|-1 for all Gnbd(G`). Furthermore, it is reasonable to assume that the so-called 

Hastings ratio |nbd(G)|  |nbd(G`)|-1 is equal to one, since Gnbd(G`) and G` only differ in one 

single adjacency. Consequently R(G|G`) reduces to the so-called Bayes factor: 
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GGR     (for all Gnbd(G`)). (4.4) 

 

Under our assumptions, such Bayes factors can be calculated by local computations as shown 

in Heckerman (1999) because the marginal likelihoods P(D|G) (G) become products of 

terms, one per node. Consequently, graphs that only differ by a single edge have marginal 

likelihoods that differ by at most two terms and all the other cancel in the ratio of formula 

(4.4).  

 

For convenience, we define for i=1,…,n: 
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Then we can write formula (3.9) in the following form: 
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Note that as well the number of possible parent-configurations q(i) as the counts and pseu-

docounts N(i,j,k) and (i,j,k), respectively N(i,j) and (i,j), depend on the structure and there-

fore differ in different  networks G` and G. 

 

For arc addition “Xj, Xi  XjXi” and arc deletion “XjXi  Xj,Xi “ we obtain: 

)`,(

),(

`)|(

)|(
`)|(

iGL

iGL

GDP

GDP
GGR   , 

where i refers to the random variable for which the parent set differs in G and G`. More pre-

cisely i is the index of the variable on which the added arc will point, respectively, the deleted 

arc has pointed. If the move is a reversal “XjXi  XjXi” both parent sets in each G and 

G` will be different. Therefore, when reversing an arc XjXi in G`, the Bayes factor is a func-

tion of four terms: 
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As result of this section we can summarize that the MC-algorithm of Madigan and York 

(1995) can be used to obtain samples from the posterior distribution P(D|G) (G). For clar-

ity the whole algorithm is now given in pseudo code: 

 

Initialization: Choose G` somehow and set M1=G`. For example initialize the Markov 

Chain by a graph containing no edges. 

 

Iteration: For i=1,…,m:  

Given Mi, obtain a new graph from the proposal distribution: 
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and accept the new graph GP with the acceptance probability A(GP|G`) =min{1,R(GP|G`)}. If 

GP is accepted set Mi+1=GP, otherwise leave the Markov Chain unchanged: Mi+1=G`.  
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Note that it takes some time until the Markov chain converges to its stationary distribution 

P(G|D) (G ). Therefore, the idea is to sample from this chain for “long enough” to ensure 

it has reached its stationary distribution (this is called the burn-in time) and throw these sam-

ples G1,…,Gk away.  

Any further samples Gi (i>k) are then samples from the true posterior distribution P(G|D) 

(G). These remaining samples Gk+1,…,Gm can be used to estimate many quantities of in-

terest, such as the probability P(F|D) of structural features (see below).  

However the generated sample Gk+1,….,Gm has first to be converted into a CPDAG-sample 

(see previous Sections).   

 

For convenience, we assume for the remainder of this section that a sample G1,….,Gt (tN) of 

CPDAGs is available. How to convert between DAGs and CPDAGs is discussed in Chicker-

ing (2002).   

 

Once the CPDAG-sample is present, we want to characterize features that are common to 

most of theses sampled completed-partially-directed-acyclic-graphs (CPDAGs). Informally, a 

feature indicates the presence of a particular edge or set of edges in a DAG, thus it is a struc-

tural property of a Bayesian network.  

 

 

For instance, the CPDAG presented in Figure 4.1 contains the following relation-features: 

 

- a directed edge from A to B  - a directed edge from C to B 

- a directed edge from B to D  - an undirected edge between A and E 

- a directed path from A to D  - a directed path from C to D 

 

 

In addition, there are 5 pairs of Markov-neighbours, that is, pairs of nodes, which are in each 

other’s Markov-blanket (see Section 1). The pairs (A,E), (A,B), (B,D) and (B,C) are  in par-

ent-child relations. The nodes of the pair (A,C) are Markov-neighbours because they have a 

common child (B). 
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Figure 4.1: Features of a Completed partially directed acyclic graph 
The edge E-A is reversible (not compelled). 

That is, the arrow can point from E to A or from A to E. 

More formally, a feature F is a binary indicator-variable, which is 1 if the feature is present in 

a certain CPDAG G, and 0 otherwise. Some pairwise features are discussed in Friedman et al. 

(1999a) and Friedman et al. (1999b). In this report we focus on the following three types of 

features.  

Let X and Y be two nodes in CPDAG G: 

 

Order-relation-features: 

If the CPDAG G contains a directed path, that is a path from X to Y in which all edges are 

directed, then X and Y are in order-relation. More precisely, there is an order relation “XY” 

in G if and only if X is an ancestor of Y. In Figure 4.1, A and C are ancestors of B and D and 

node B is an ancestor of node D. The Order-Relation-Features are given by: Forder(A,B)=1, 

Forder(A,D)=1, Forder(C,B)=1, Forder(C,D)=1 and Forder(B,D)=1. There are no other order-

relations. Therefore all other order-relation-features are of measure zero. In general, only di-

rected paths of limited length are checked to determine the order-relations. In the context of 

expression data order-relations can be seen as indications for causation. F(X,Y)=1 indicates 

that X is a cause of Y. 

 

Markov-relation-features: 

If the nodes X and Y are in each other’s Markov Blanket, then X and Y are in Markov-

relation (Markov-neighbours). Markov-relations are symmetric, that is, the relationship: 

FMarkov(X,Y)= FMarkov(Y,X) holds.  
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As mentioned above the CPDAG in Figure 4.1 contains 5 pairs of Markov-neighbours. For 

example: FMarkov(A,B)=1, because A and B are in parent-child-relation, and: FMarkov(A,D)=0, 

because A is not in the Markov Blanket of D and vice versa.  

In the context of expression data a Markov-relation indicates that the two genes are related in 

some joint biological regulation process or interaction. 

 

Edge-relations (directed and undirected): 

We distinguish between directed- and undirected-edge-relations. The nodes X and Y are in 

directed-edge-relation in G, if there is a directed edge from X to Y. Accordingly: The nodes 

X and Y are in undirected-edge-relation in G, if there is a undirected edge from X to Y. Note 

that directed-edge-relations are special cases of order-relations.  

 

The  next question is to what extent the data support a particular feature. In particular, if the 

data are sparse there can be many models that explain the data almost equally well. Unfortu-

nately,  these models can have very different structures. Consequently, there are sampled net-

works that contain a certain feature while others do not. Therefore, for every feature of inter-

est F we have to examine the posterior probability P(F|D) of this feature given the data D. 

This probability is also called significance of the feature and is given by: 
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Because exact computation of the posterior probability is impractical due to the fact that the 

number of networks || is exponential in the number of variables n, we have to estimate this 

posterior probability by the aid of the CPDAG-sample G1,….,Gt. An arbitrary estimator is 

given by the fraction of CPDAGs that contain the feature of interest: 
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Note that the fact that we do not detect high confidence for a feature does not mean that it 

does not exist but rather that the data does not support this feature. On the other hand a feature 
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of high confidence might be a false positive, that is, a feature exclusively supported by the 

data by chance instead of a feature of biological importance.  

 

Although pairwise features give insight into the biological phenomena captured by the data, 

the view remains limited to pairwise relations. Therefore, Friedman et al. (2001) discuss how 

to identify broader structures with the aid of the individual confidences of the Markov-

relation-features. Within their framework pairwise relations are brought together with the aim 

to extract sub-graphs with a high concentration of significant Markov-features. Their score-

based approach for this purpose is presented in Section 8. 

 

In particular, the construction and consideration of sub-networks can diminish the rate of false 

positive features because, in the context of sub-networks with many high scoring features, 

there is reason to believe that even features of moderate significances are of biological mean-

ing.  
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5  Implementation of statistical approach using Matlab 
 

In this section we describe the properties of a self-written software-library that deals with the 

statistical approach we described in Sections 2-4. Although there are some software packages 

freely available, which handle Bayesian networks, we are not aware of  software that satisfied 

our needs. Either there was no possibility of learning the network-structure using MCMC-

methods or the package included MCMC-structure learning but was too inefficient for dealing 

with extensive networks containing hundreds of nodes; a necessary attribute when the goal is 

to analyse gene expression data and/ or when searching for interacting genes. Consequently, 

we coded our own subroutines for use with Matlab® (http://www.mathworks.com) that cope 

with large data sets, using exactly the previously presented MCMC-approach. For the remain-

der of this section, we concentrate on the design of our software-program consisting of about 

30 Matlab-subroutines and describe briefly how it works. 

 

Our program takes a collection of observed data (gene expression data) as input and performs 

MCMC simulation as described in detail in the last sections. Noting that only discrete data are 

supported and many ways of data-discretisation are recommended in the literature (see Sec-

tion 7 for a special procedure), the program requires that the user discretizes the data himself 

before running the simulation. Also, it allows the user to specify some optional arguments 

before starting the simulation. For instance, the user can modify the initial network (starting 

point of the MCMC simulation), the (maximal) fan-in and the length of the burn-in phase. At 

this stage it is not necessary to determine the length of the sampling-phase, that is, the number 

of iteration-steps after the burn-in-phase because our implementation contains the following 

feature: after a certain number of iterations (also an optional argument) respectively the pro-

gram automatically stores all important intermediate data results and informs the user of the 

number of iterations so far accomplished, i.e. the current size of the sample from the poste-

rior-distribution. In addition, the program outputs the computation-rate, i.e. the average num-

ber of samples per minute for the current MCMC-process. During the MCMC-progress the 

user can calculate how long he must wait for how many MCMC-iterations.  He might decide 

to wait until a certain number of samples are obtained or he might come to the decision that 

the computation-rate is too slow and abort the simulation early. If the user aborts the current 

simulation or even if the operating system hangs up, the data information so far stored up to 

then can be used to resume the simulation at a later time. Thus it is possible to accomplish the 

MCMC simulation in several steps. 

 

 27



A certain disadvantage of our program compared with other software-packages is that our 

program does not output the sampled graphs. The reason for this is that much processing-time 

can be saved when in the iteration-steps only the Relation-Features of the current graph are 

analysed. Instead of storing and/ or copying the sampled graphs from function to function our 

program focuses on the important information. More precisely, in each iteration-step our pro-

gram extracts the CPDAG-representation of the sampled DAG using the algorithm of Chick-

ering (2002) and examines which Relation-Features are present. Based on the currently ob-

served Relation-Features, the intermediate frequency of the different features is updated by 

addition at each iteration step. Subsequently, the program determines a neighbour-graph by 

chance (see Section 3) and substitutes the outdated DAG through this neighbour-graph.  

 

Note that, the consideration of only four Relation-Feature types (see Section 4) is sufficient in 

the context of our statistical approach. However since the sampled graphs (DAGs and/ or 

CPDAGs) are not stored it is impossible to accomplish other investigations at a later time. 

 

The outputs of the MCMC simulation program, namely four matrices of relation-feature sig-

nificances, are subsequently used to infer subnetworks as described in Section 8. Another 

function that takes these matrices as input determines all triplets of nodes, which are con-

nected pairwise by significant Markov-feature-relations. The threshold-frequency, which 

specifies if a feature-relation is considered significant or not is an optional parameter of this 

function. Subsequently, for each triplet the B-score based search for high-scoring subnetworks 

is accomplished. Again, the user must specify a threshold-frequency that indicates the 

Markov-feature-relations with a too low significance. These will be neglected during the B-

score-search. Finally, the function transforms the undirected subnetworks into partially di-

rected graphs using the Order-Relation-Feature significances.  For this purpose a third thresh-

old-value must be specified. This value separates the edges into undirected and directed arcs. 

Only if an order-relation-significance is higher than this value, the orientation of the corre-

sponding edge will be marked accordingly in the concerning sub-networks. 

 

For the representation of DAGs within our MCMC-program so called adjacency-matrices are 

used. An adjacency-matrix IG of a DAG G containing n nodes {X1,…,Xn} is a (n,n)-matrix, 

where the entry IG(i,j) is set to 1 if the DAG contains an arc from node Xi to node Xj, and 0 

otherwise (i,j{1,….,n}). For instance, if we set: X1=A, X2=B, X3=C, X4=D and X5=E the 

adjacency-matrix of the DAG presented in Figure 2.1: 
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          Figure 2.1: 
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In addition, our MCMC-program calculates for each DAG G the nn ancestor matrix AG. 

This is useful because the neighbourhood of a DAG must be determined with respect to acy-

clity as shown below. The entry AG(i,j) of the ancestor-matrix is set to 1 if the DAG contains 

a directed path from node Xj to Xi, and 0 otherwise. For instance, if we once again set: X1=A, 

X2=B, X3=C, X4=D and X5=E the ancestor-matrix of the DAG presented in Figure 2.1 is 

given by: 

 

























01111

00111

00001
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Note that, the following relation holds between the matrices IG and AG: 

 

AG(j,i) = min{UG(i,j),1} (i,j=1,...,n),  where UG = IG + (IG)2 + (IG)3 + … + (IG)n-1. 

 

Using the adjacency-matrix IG and the ancestor-matrix AG it is easy to determine all neigh-

bour-graphs of a DAG G. Remember that the neighbourhood of a DAG G is the collection of 

all DAGs that can be reached from G by a single edge deletion, addition or reversal. In this 
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context the computational problem is to find out which moves (deletions, additions and rever-

sals) are legal, i.e. which not introduce directed cycles. For instance, in Figure 2.1 it is not 

allowed to add the edge “DA” because this would lead to two directed cycles: 

“ABDA” and “ACDA”. Giudici and Castelo (2003) introduced some rules, 

which immediately lead to the following easy-to-implement generalizations: 

 

Consider the DAG G over the domain {X1,…,Xn} with adjacency-matrix IG and ancestor-

matrix AG. As an example consider the DAG represented in Figure 2.1. For convenience, 

once again set:  X1=A, X2=B, X3=C, X4=D and X5=E. 

 

Deletions: 

All edge deletions are valid because the removal of an arc cannot introduce any directed cy-

cles. Consequently, we have: 

The directed edge XiXj is removable if and only if IG(i,j)=1. 

Therefore, in our implementation we determine all adjacency-matrix entries being equal to 1. 

For the DAG in Figure 2.1 there are five 1-entries. The removable edges are given by: 

X1X2, X1X3, X2X4, X3X4 and X4X5. 

 

Additions: 

Arc-additions are not always legal. There are two conditions for legal addition-moves. Firstly, 

there may not be the same arc in the current DAG and secondly, no directed cycle may be 

introduced. Consequently, we have: 

The addition of the directed edge “XiXj” is valid if and only if IG(i,j)=0, A(i,j)=0 and ij. 

Therefore, in our implementation we compute: MG =  1n,n – IG – En - AG, where 1n,n and En 

represent nn-matrices with the following properties: 

1n,n(i,j)=1 (for all i and j) and En(i,j) = 1 (if i=j), and 0 otherwise. 

 

 

Subsequently, we determine all non-zero entries of the matrix MG. The corresponding edges 

are addable. More precisely XiXj is addable to G if and only if MG(i,j)>0 
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For the DAG in Figure 2.1 the matrix MG is given by: 
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Consequently, the legal additions are given by:  

X1X4, X1X5, X2X3, X2X5 ,X3X2 and X3X5. 

 

Reversals: 

The reversal of an arc “XiXj” is a  two step move, in which first the arc is removed “Xi, Xj”, 

and then the arc with the opposite direction is added “XiXj”. The first step poses no prob-

lem: since removals are always legal but the second step can introduce directed cycles since it 

is an addition. Compared with edge additions the problem is that the j-th row of AG indicates 

the ancestors of Xj inherited also by node Xi which after step 1 are not part of Xj`s parents 

anymore. Therefore, it is necessary to check the ancestorship of Xi through every node Xk that 

is a parent of Xj excluding Xi as parent. 

More precisely, the reversal of the arc “XiXj” is legal if and only if: 

1. IG(i,j)=1 

2. AG(j,k)=0 for all k{1,...,n}\{i,j} with IG(i,k)=1  

 

In our implementation we compute the following matrix: 

RG = IG - (IG
T  AG)T 

and determine all positive entries of this matrix RG. The corresponding edges are reversible. 

For the DAG in Figure 2.1 the matrix RG is given by: 
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Therefore, each of the five edges in G: 

X1X2, X1X3, X2X4, X3X4  and X4X5 

is reversible. 

 

Beyond that, our implementation allows the user to specify a (maximal) fan-in and alterna-

tively the exclusion of non-compelled edge reversals, i.e. reversals leading to a DAG within 

the same equivalence class. 

 

If a fan-in of fN is specified we must check which addition- and reversal-moves are legal.  

The addition-move “XiXj” increments the number of parents of node Xj. Therefore, it is 

legal if and only if: IG(1,j)+IG(2,j)+…+IG(n,j)<f . If a fan-in is specified and this condition is 

not satisfied, our program excludes this addition from the legal moves (neighbourhood of G). 

Similarly, the reversal-move “XiXj” increments the number of parents of node Xi. Conse-

quently, it is legal if and only if: IG(1,i)+IG(2,i)+…+IG(n,i)<f. Again within our implementa-

tion, a fan-in specification leads to the exclusion of illegal reversals.  

 

The exclusion of non-compelled edge reversals from the legal moves is more difficult to im-

plement. If the user decides for the exclusion of non-compelled-edge-reversals, our program 

checks for all actually legal edge-reversals “XiXj” (see above). We have the following con-

dition for non-compelled edges : 

 (Xj) = (Xi){Xi}  IG(k,j) =IG(k,i) for k{1,…,n}\{i}. 

 

The edge “XiXj” is non-compelled if and only if this condition is satisfied and thus the cor-

responding reversal-move is invalid (see Chickering (1995)). Therefore, if the user wishes to 

exclude non-compelled edge-reversals, our program also checks for each non-zero entry in RG 

if the later condition is satisfied. 

 

Considering the DAG represented in Figure 2.1, only two edges “X1X2“ and “X1X3” are 

non-compelled and are thus no candidates for reversal-moves. 

Unfortunately, the nomenclature is a little bit confusing. To avoid unnecessary confusion we 

remark that the reversal of the edge “XiXj” is valid when excluding non-compelled-edge-

reversals if and only if the edge is not reversible (=compelled).  
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Update-rules for the ancestor-matrix AG can be found in Guidici and Castelo (2003). These 

rules are implemented in our program and show how to derive the adjacency- and ancestor-

matrix of a DAG G` being a neighbour of a graph G using IG and AG. In particular, these rules 

can be used to obtain AG` without performing the computational expensive calculation: AG` = 

(IG` + IG`
2 + … IG`

(n-1))T. The utilization of these update-rules leads to a remarkable reduction 

of the computational costs.  
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6  A guide to further literature 

Since feedback is an essential feature of biological systems, the usefulness of static Bayesian 

networks for modeling genetic regulatory interactions is often questionable and dynamic Bay-

esian networks are used instead. For details see Murphy and Mian (1999) or Husmeier (2004). 

Dynamic Bayesian networks overcome the disadvantage of leaving dynamical aspects of gene 

regulation implicit to some extent through generalizations. In these models a homogeneous 

Markov Chain approximates the true dynamic process. Furthermore, Bayesian networks can 

be applied when only incomplete observations are available. Approximations to the posterior 

probabilities (see formula (2.1)) for incomplete data are described in Heckerman (1999), 

Friedman (1997) and Husmeier (2003). For the modeling of continuous-valued variables see 

Buntine (1994) and Heckerman & Geiger (1995). 
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7  Data Discretisation  

Although discretisation of data incurs a certain information loss, it is necessary for the as-

signment of multinomial distributions to the nodes in Bayesian networks. In gene expression 

data, the discretisation usually contains three values; under-expressed (-1), not differently 

expressed (0), and over-expressed (1), depending on whether the expression rate is signifi-

cantly lower than, similar to, or greater than control, respectively. One easy way to discretize 

the values of the variables to the three levels, mentioned above, is the application of quantile 

discretisation. For each variable Xi (i=1,…,n) the lowest 33.3% of the values can be labeled 

state “-1”, the next 33.3% can be labeled state “0” and the highest 33.3% can be labeled state 

“1”. More generally, quantile-discretisation can be used to discretize continuous-valued vari-

ables into any number of levels. 

 

Nevertheless, more suitable is the application of an information-preserving discretization, i.e. 

a discretisation procedure which retains as much information as possible. Instead of consider-

ing each variable independently during the discretisation, information-preserving discretisa-

tion algorithms choose discretization levels for each variable in terms of the mutual informa-

tion between pairs of variables. The goal is to minimize the total pairwise mutual information 

lost. In this report we focus on an extension of the agglomerative Information-Bottleneck-

Algorithm (Slonim and Tishby (2001)) first applied in the context of gene expression data by 

Hartemink (2001).  

 

This algorithm is based on the pairwise mutual information between discrete variables and 

therefore requires the application of an initial discretisation-procedure first. For the remainder 

of this section we assume that the continuous-valued variables X1,…,Xn have been independ-

ently discretized into mN (m>3) levels using quantile-discretisation.  

 

 The mutual information MI(X,Y) between the (discrete) variables X{1,…,m} and 

Y{1,…,m} is defined as follows: 

 


 














m

i

m

j jYPiXP

jYiXP
jYiXPYXMI

1 1
2 )()(

),(
log),(),(  

 

and can be estimated by replacing the probabilities through the corresponding portions of a 

sample (x1,y1),…,(xk,yk) from PX,Y.  
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For i and j{1,…,m} is valid: 
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In particular, set : 0log2(0)=0. 

 

The mutual information score Sw for a variable Xw of the set {X1,…,Xn} is defined as the sum 

of the (empirical) pairwise mutual information values between Xw and X1,…,Xw-1,Xw+1,…,Xn:  
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The Information-Bottleneck-algorithm is a stepwise procedure consisting of two loops. Step-

wise (outer loop) for each variable (inner loop) some neighbouring pair of discretisation levels 

are coalesced into a single level, reducing the number of discretisation levels of all variables 

by one in each step of the outer loop. The outer loop is finished when for each variable all 

observations are discretized into three levels. 

More precisely, the inner loop iterates over each of the variables X1,…,Xn to determine for 

each variable which single coalescence of neighbouring discretization levels reduces the mu-

tual information score (between that variable and the other variables to be discretized in this 

outer step) the least.  

 

In the first step, for variable Xw coalescing the neighbouring levels u und u+1 (u{1,…,m-1}) 

this information loss L(Xw,u) is given by: 
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(w =1,…,n and u = 1,…,m-1). 
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Subsequently, for each variable Xw the algorithm coalesces the levels u0 and u0+1 with 

L(Xw,u0)<L(Xw,u) for all u{1,…,m-1} at once,  before continuing with the next step of the 

outer loop.  In other words, the actual coalescing is implemented at the end of the inner loop 

so the order in which the variables are considered during the process plays no role. Stepwise 

(outer loop) the number of discretisation values for each variable reduces by one (mm-1) 

until in each case only three values remain. For further information see Hartemink (2001).  
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8  Scoring and construction of sub-networks 

In this last theory-section we discuss how to extract sub-networks, i.e. substructures of inter-

acting genes, from the confidences of Markov-Relation-Features. More precisely, a sub-

network is a graph on a small subset of the variables in the domain whose edges encode pair-

wise (Markov-Relation-)Features between the variables. The aim is to identify sub-networks 

of strong statistical significance, i.e. sub-networks containing many significant Markov-

Relation-Features. The approach presented below was developed by Friedman et al. (2001).  

 

For clarity, we firstly denote:  

n is the number of variables (nodes) in the domain and C(Xi,Xj)[0,1] is the estimated confi-

dence of the Markov-Relation-Feature between Xi and Xj (i,j{1,…,n} and ij).  

We make the key assumption, that for all edges the Markov-Relation-Feature confidence-

levels are independent and identical distributed. That is, for all pairs of nodes (X,Y) we have: 

P(FMarkov(X,Y) c) = g(c). Now, consider a subset U of the variables {X1,…,Xn} of size k. For 

convenience, let U be the subset {X1,…,Xk}. Note that due to the symmetry of Markov-

Relation-Features there are K :=k(k-1)/2 possible MRFs C(Xi,Xj) (i,j{1,…,k} and i<j) be-

tween the variables in U.  

 

Let G(U) be the sub-graph over the domain U containing all the undirected edges with a  

MRF-confidence not less than a specified threshold tM. Note that due to the fact that we al-

ways have: C(Xi,Xj)=C(Xj,Xi) for Markov-Relation-Features, it is necessary to consider only 

undirected edges.  

 

The probability P(G(U);c1,…,cq) that the undirected sub-graph G(U) contains at least q edges 

e1,…,eq having MRF-confidences higher than c1,…,cq tM is then bounded by: 
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where K=k(k-1)/2  is the number of possible undirected edges in G(U), from which we can 

randomly select q undirected edges. The product:  provides the probability that for a 

fixed set of edges (e1,…,eq) holds: P(e1c1,…,eqcq).  
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Thus the expected number of such sub-graphs of size k can be bounded by: 
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The latter bound can be used to score sub-networks, because it measures the frequency (prob-

ability) that variable-subsets of size k contain at least q Markov-Relation-Features with confi-

dences greater than c1,…,cq. It just remains to explain how to compute the distribution of the 

MRF-confidences: g(.). Estimators for the probabilities g(ci) are given by the following frac-

tions: 
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where |M[ci]| is the number of estimated Markov-Relation-Features C(Xi,Xj) (i<j) greater than 

ci.   

 

Thus given a sub-graph G(U0) (U0{X1,…,Xn}) of size k containing exactly q0 undirected 

edges with Markov-Relation-Feature confidences m1,…,mqo tM, we compute:  
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Small scores mean that the corresponding sub-graph G(U0) contains many MRFs of high con-

fidence, that is, Markov-Relation-Feature constellations of confidences rare for sub-graphs of 

size k. In other words, small scores indicate that there is a remarkable high concentration of 

MRFs of high confidence in G(U0), because the probability for such an event is low. To avoid 

impractical computations, Friedman et al. (2001) recommend using a local search procedure 

to find such high-scoring sub-networks. The search-algorithm can be summarized as follows:  

 

Local-Search-Procedure: 

 

Initialization: 

The search starts with a random triplet-set of  nodes U={Xi,Xj,Xk} connected by high scoring 

edges C1=C(Xi,Xj), C2=C(Xj,Xk), C3=C(Xi,Xk)  tM, where tM[0,1] is a specified threshold.  
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The corresponding score B(G({Xi,Xj,Xk});C(Xi,Xj),C(Xj,Xk),C(Xi,Xk)) is given by:  
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Iteration step: 

At each iteration-step either a node is added to or removed from the current set U, attempting 

to improve the B-score as much as possible.  

 

More precisely, in the iteration steps, we build the new sets:  

Uadd,l =U{Xl) for every remaining node Xl not included in U (Xl{X1,…,Xn}\U) and 

Urem,l=U\{Xl}for every node Xl included in U (XlU). 

 

For these n sets U1,…,Un we form the corresponding undirected sub-graphs G(U1),…,G(Un), 

containing exclusively (undirected) edges with a Markov-Relation-Feature-confidences higher 

than a second specified threshold tF[0,1], and compute the B-scores B1,….,Bn. If the score of 

the set Ui with the lowest B-score is lower than the B-score of the current set U, Ui substitutes 

U, otherwise, the iteration-process stops. 

 

Note that it is recommended to run the algorithm several times taking different triplet-sets in 

the initialization step, to obtain more than one high-scoring sub-graph. 

Subsequently, it is possible to extract (partially) directed sub-networks from the undirected 

sub-graphs by directing edges with high confidence in their orientation. For instance, let U be 

an undirected sub-graph containing an undirected edge between the nodes X and Y. If the 

confidence of the order-feature FOrder(X,Y) is much higher than the confidence of FOrder(Y,X) 

it is reasonable to assume that X causes Y. Although Friedman et al. (2001) recommend pro-

ceeding in such a way, no strict decision-rules can be given. They remark that in addition it is 

useful to take biological knowledge into consideration. 
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9  Application - Interaction discovery 

We begin this section by reviewing the goal of our analysis (Subsection 9.1). Subsection 9.2 

examines the collection of gene-expression data for discovery of interacting genes and gene-

networks. Subsequently, in 9.3 we describe the data-discretisation. Subsection 9.4 deals with 

the specified optional parameters for the MCMC simulation performed. To assert conver-

gence of the algorithm Markov Chain Monte Carlo trace plots are given in subsection 9.5. In 

subsection 9.6 we accomplish the convergence diagnostics. Finally, in 9.7 we extract sub-

networks and present the results of our study.  

 

9.1 Goal of our study 

The aim of this study is to investigate and understand the association structure amongst 200 

genes in human kidney cells under healthy conditions. We suggest that these genes play a key 

role in pathogenesis of kidney carcinoma and hope that once the associations are found, it is 

possible to understand better the regulatory mechanisms.  

 

9.2 Data Description 

The data set consists of measurements of gene expression levels of 200 genes in each of 60 

samples and was collected using Affymetrix microarray GeneChips. The expression profiles 

were measured in human kidney cells taken from different individuals without kidney-

diseases.  Therefore, an independent gene-expression-profile-sample of size 60 taken from 

human kidney cells under healthy conditions is available. Each sample (profile) contains 

measurements of the expression levels of 200 genes.  

Note that originally 22283 gene expressions were gathered in 60 healthy and 15 carcinoma-

diseased human kidney cells. The 200 genes, mentioned above, appeared as the most signifi-

cant variations in healthy and carcinoma-diseased cells. For further details on this analysis see 

Jung (2003). 

 

9.3 Data Preparation 

The data set consists of  200 rows and 60 columns, one row for each gene and one column for 

each observation, was discretised using the method presented in Section 7. More precisely, we 

firstly employed classical quantile discretisation to obtain 20 discrete expression-levels per 

gene. (Each level of each gene containing exactly three observations apiece.) Subsequently, 

we used the quantile-discretised data to initialize the Information-Bottleneck-procedure. 
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Through the application of this information-preserving-discretisation-algorithm the data were 

finally discretised to have three discretisation levels for each gene: under-expressed (-1), not 

differently expressed (0), and over-expressed (1). 

 

9.4 Specification of optional parameters and implementation 

For reducing the computational complexity of performing a MCMC simulation over the data 

we set the (maximal) fan-in equal to three and allowed only reversals of compelled edges. 

With regard to the MCMC simulation we decided to assume that the Hastings ratio is equal to 

one and used uniform priors over neighbourhoods of Bayesian network structures. This re-

duces the acceptance probabilities to likelihood-ratios (Hastings ratios). Furthermore we set 

the total prior precision equal to one. See Section 4 for further details. 

 

Since no biological prior-knowledge was available, we used the empty independence network 

(graph without edges) as initial graph-structure (starting point of the MCMC-algorithm).  

 

A more detailed description of our self-written software-library for use with Matlab® was 

given in Section 5 where especially some implementation details are given. For further infor-

mation contact: Grzegorc@statistik.uni-dortmund.de. 

 

9.5 Convergence Monitoring 

In this subsection we show some plots of the progression of the MCMC simulation. We ran 

the algorithm with a burn-in period of 20,000,000 steps. Subsequently, we have considered a 

run length of 80,000,000 iterations (without burn-in-iterations), this means eighty million 

DAG`s have been sampled from the stationary distribution. 

 

Before converting the DAG-sample to a CPDAG-sample we report some trace plots of the 

monitored quantities to assess convergence and mixing of the generated Markov chain.  

 

Firstly, we consider a trace plot of the acceptance-ratios. At each iteration-step the accep-

tance-ratio is given by the ratio between the number of accepted and rejected proposed candi-

date DAGs. Figure 9-A shows that the resulting Markov chain is sticky and has a very low 

acceptance-ratio of only 1 %, wasting a lot of computer time by rejecting most of the moves.  
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Nevertheless, from the trace plot of the logarithmic likelihood-scores 

 

loge (P(data | DAG at iteration t)) (t=1,2,3,...) 

 

we can conclude that there is indication of convergence on the MCMC output, well before the 

end of the burn-in-period (see Figure 9-B). That is, after a small number of iterations (about 

40,000,000) the run reached a “plateau” where successive samples have comparable logarith-

mic likelihood-scores.  

 

Note, that the likelihood-scores are proportional to the posterior-probabilities (Bayesian 

scores): 
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when a uniform prior over graphs (DAGs) is used. 

 

 

 

         Figure 9-A: Trace plot of the acceptance ratios 
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Figure 9-B: Trace plot of the likelihood values 

 

The mixing of the run is illustrated in Figures C and D. In both Figures only a subset of the 

outputted logarithmic likelihood-scores are plotted. (Note the substantial difference in scale 

between the plots in Figures 9-B, 9-C and 9-D.) 

 

Although there is reason to believe that the true posterior distribution is reached after the burn 

in period (within 20,000,000 iterations), it might be that the run is stuck in a local maximum 

in the space of DAGs. We return to this point in subsection 9.6, when performing further in-

dependent MCMC runs using alternative initial graph-structures. More precisely, in 9.6 we 

compare Markov-Relation-Feature estimations as determined by two randomly seeded 

MCMC runs with the Markov-Relation-Feature estimations of the empty seeded MCMC run 

(examined in this subsection). As we will see the estimations are only immediately correlated 

what denies our claim that the MCMC run considered is sampling from the true posterior. 

This underlines that indications of convergence derived from trace plot diagnostics (consid-

ered in this subsection) is not a sufficient criteria for convergence of the run to the true poste-

rior. See subsection 9.6 for further details. 

 44



 

Figure 9-C: Trace plot of the last 100.000 likelihood values 

 

 
Figure 9-D: Trace plot of the last 10.000 likelihood values 
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We close this subsection by considering a third performance monitor. We plot cumulatively 

along the Markov Chain the average number of edges present in the sampled DAGs (see Fig-

ure 9-E). The average number of edges present converges around the value of 500, again indi-

cating a good degree of convergence of the output. Note that due to the inclusion of the 

twenty million burn-in-period graphs, the average number of edges seems to increase until the 

end. The reason for that is the decreasing influence of the first sampled graphs (containing 

only few edges) on the average. This can be easily seen when plotting the number of edges 

present along the Markov Chain (see Figure 9-F). 

 

 

 

Figure 9-E: Trace plot of average number of edges 

 
Note, that a rough upper bound for the number of edges present is given by: 2003=600, be-

cause each of the 200 nodes can have at most 3 parents, when a fan-in of size 3 is used. 
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Figure 9-F: Trace plot of the number of edges present along the run 

An indication of convergence is given.  

Obviously, after the end of the burn-in-period the number of edges is not longer increasing 

but fluctuates around 520 (see Figure 9-F). 

 

 

9.6 Further convergence diagnostics  

In this subsection we finish the convergence diagnostics. In subsection 9.5 we considered per-

formance monitors only. These trace plot diagnostics gave us a indication of convergence of 

the generated Markov Chain over DAG-models, but we can not dismiss the notion that the 

empty networks seeded MCMC run became trapped in a local region of high scoring DAGs 

from which it could not escape. Possibly MCMC runs seeded  with other initial structures 

reach stationary behavior on very different (perhaps higher scoring) parts of the state-space. 

To provide further support or contradiction for the hypothesis that the global optimum of the 

scores is reached and that the MCMC run generates samples from the true posterior distribu-
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tion, which is centered around the optimum, it is necessary to perform further convergence 

diagnostics. 

 

We compare the posterior probabilities of Markov-Relation-Features (MRFs) from the empty 

seeded run (see Subsection 9.5) with two randomly seeded MCMC runs over the same do-

main (data set). Figures 9-G and 9-H show scatter plots that compare the “empty-seeded” 

MRFs versus MRFs determined by differently (randomly) seeded MCMC runs. In both cases 

we again used a burn-in-period of 20,000,000 iterations and then sampled eighty million net-

works. 

 

 

Figure 9-G: Scatter plot of estimated posterior probabilities of MRFs 

The coordinates denote the estimated Markov Relation Feature probabilities of the empty 
seeded run and the first randomly seeded run. 

 

 

Considering the plots in Figure G and Figure H, we can see that the randomly seeded MCMC 

runs do not give similar probability estimates to the MRFs. There are many MRFs in Figures 

9-G and 9-H on which the estimates significantly differ. The correlation coefficients are equal 
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to 0,623 (Figure 9-G) and 0,618 (Figure 9-H). The correlation coefficient for the MRFs of the 

first and second randomly seeded run (not shown in a scatter plot) is equal to 0,656.  

 

 

 

 
Figure 9-H: Scatter plot of estimated posterior probabilities of MRFs 

The coordinates denote the estimated Markov Relation Feature probabilities of the empty 
seeded run and the second randomly seeded run. 

 

 

Since scatter plots containing 19.900 points in the coordinate system are unclear, we addition-

ally look at frequency-tables (see Tables 9-A, 9-B, and 9-C). We discretize the computed 

MRF-data using 25%-quantile discretisation. From the 344 most interesting MRFs of the 

empty seeded run (significance between 0,75 and 1,00) only 168 (about 50%) have a signifi-

cance greater than 0,75 when the results of the first randomly seeded run is taken as a basis. 

Taking the results of the second randomly seeded run as a basis, from the 344 most interesting 

MRFs of the empty seeded run (significance between 0,75 and 1,00) only 158 (about 50%) 

have a significance greater than 0,75.  
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MRF- 

Table 

First randomly seeded 

MCMC run 

Empty-

seeded run 

 

0,00 - 0,25 

 

0,25 - 0,50 

 

0,50 - 0,75 

 

0,75 - 1,00 

 

 

0,00-0,25 18440 253 104 103 18900 

0,25-0,50 252 101 42 40 435 

0,50-0,75 102 33 61 25 221 

0,75-1,00 106 39 31 168 344 

 18900 426 238 336 19900 
 

Table 9-A: Frequency-table of the discretised Markov-Relation-Features 
Empty seeded versus first randomly seeded run. 

 

From the 344 most interesting MRFs of the empty seeded run (significance between 0,75 and 

1,00) only 168 (about 50%) have a significance greater than 0,75 taking the results of the first 

randomly seeded run as a basis. Taking the results of the second randomly seeded run as a 

basis, from the 344 most interesting MRFs of the empty seeded run (significance between 

0,75 and 1,00) only 158 (about 45%) have a significance greater than 0,75.  

 

 

MRF- 

Table 

Second randomly seeded  

MCMC run 

Empty-

seeded run 

 

0,00 - 0,25 

 

0,25 - 0,50 

 

0,50 - 0,75 

 

0,75 - 1,00 

 

 

0,00-0,25 18445 246 114 95 18900 

0,25-0,50 253 94 31 57 435 

0,50-0,75 111 29 42 39 221 

0,75-1,00 111 26 49 158 344 

 18920 395 236 349 19900 
 

Table 9-B: Frequency-table of the discretised Markov-Relation-Features 
Empty seeded versus second randomly seeded run. 
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MRF- 

Table 

Second randomly seeded  

MCMC run 

First randomly 

seeded run 

 

0,00 - 0,25 

 

0,25 - 0,50 

 

0,50 - 0,75 

 

0,75 - 1,00 

 

 

0,00-0,25 18472 251 89 88 18900 

0,25-0,50 265 90 39 32 426 

0,50-0,75 100 27 73 38 238 

0,75-1,00 83 27 35 191 336 

 18920 395 236 349 19900 
 

Table 9-C: Frequency-table of the discretised Markov-Relation-Features 
First randomly seeded versus second randomly seeded run. 

 

We hold the view that the frequency tables (see Tables 9-A, 9B, and 9-C) provide further 

support that the runs do not generate samples from the true posterior distribution. Although a 

certain correlation is given, the association is surely not sufficient. 

 

Therefore, we conclude finally that the empty networks seeded Markov chain has not sampled 

from the true posterior distribution indicating that further examinations, solely based on the 

results of the empty-seeded MCMC run, make no sense. On the other hand, there is no indica-

tion that one of the other two runs has sampled from the true posterior. Therefore, we decided 

to use the means over all three MRF posterior probabilities (derived from the empty-seeded 

and the two randomly seeded MCMC runs) to extract sub-networks in the next subsection.  

 

 

9.7 Results – based on three independent MCMC runs 

In this subsection we use the means of the Relation-Features (Markov- and Order-Relation-

Features) derived from the empty-seeded and the two randomly seeded MCMC runs to extract 

sub-networks. Therefore, the analysis is based on 240 million networks sampled from three 

independent MCMC runs. 

  

The seventeen most significant Markov Relation Features (MRFs), more precisely the MRFs 

with posterior probability (significances) equal to one, can be found in Table 9-D. The first 

two columns indicate the two related genes, the third and fourth column contain the estimated 

Order Relation Feature (ORF) posterior probabilities of the according oriented edges. 
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Table 9-D: Posterior probabilities of ORFs for the arcs 
with MRF significances equal to 1 

 

Participating genes Posterior probability of the corresponding 

Order--Relation-Features (ORFs) 

    

Gene A Gene B AB AB 

X1 X12 0,333 0,667 

X13 X59 1 0 

X15 X140 0,404 0,415 

X17 X96 1 0 

X32 X59 1 0 

X47 X152 0,663 0,337 

X56 X87 0 1 

X56 X142 0 1 

X56 X200 0 1 

X83 X156 0,307 0,693 

X96 X156 0 1 

X100 X189 1 0 

X105 X110 0,924 0,065 

X107 X178 1 0 

X111 X150 0,333 0,667 

X115 X122 0,999 0,001 

X122 X146 0 1 

 

As we can see from Table 9-D there are 12 of 17 edges with a MRF significance of size one 

that have an ORF significance higher than 0,75. We conclude that the corresponding edges 

are oriented accordingly. Furthermore, in order to assess the number of significant interac-

tions between the 200 genes, it is useful to examine the distribution of the MRFs. Tables 9-E 

and 9-F show the empirical distribution of the estimated MRF significances.   

 

 

 

Table 9-E: Distribution of the Markov Relation-Feature significances 
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MRF-probability Frequency 

[0.00 | 0.25) 18866 

[0.25 | 0.50) 602 

[0.50 | 0.75) 241 

[0.75 | 1.00] 191 

 

There are 191 MRFs of high significance (>0.75) and additionally 241 MRFs of increased 

significance (between 0.5 and 0.75). In Table 9-F the group [0.75| 1.00] of size 191 is subdi-

vided into four more exact subgroups.  

 

Table 9-F: Frequency of the highest Markov-Relation-Features significances 

MRF-probability Frequency 

[0.75 | 0.90) 90 

[0.90 | 0.95) 31 

[0.95 | 0.99) 26 

[0.99 | 1.00] 44 

 

 

Before extracting sub networks, we remark that there is a difference between statistical expla-

nations of data and biological ones. The fact that we do not detect high confidence for a fea-

ture does not mean that it does not exist but rather that the data does not support this feature. 

On the other hand a feature of high confidence might be a false positive, that is, a feature ex-

clusively supported by the data could be by chance instead of a feature of biological impor-

tance. Therefore, caution must be used when interpreting the results.  

 

 

Extracting sub-networks 

We now use the estimated posterior probabilities (significances) of the Markov- and Order-

Relation-Features (MRFs and ORFs) to extract sub networks from the data as explained in 

Section 5. We run the algorithm of Friedman et al. (2001) for each of 14 triplets of nodes with 

pairwise MRF-adjacencies higher than 0.75. When performing the algorithm we consider ad-

jacencies with MRF significances higher than 0.5 only. More precisely, all edges with MRF 

significances lower than 0.5 are completely excluded from the computations, that is, we set 

them zero before running the algorithm.  This choice of the two optional cut-point parameters 

 53



is recommended by Friedman et al. (2001) as mentioned in Section 8. In particular, we give 

graphical representations of our results, respectively, the most interesting 14 sub-networks. 

 

 

Networks 1-8 

Eight of the fourteen sub-networks consist each of four nodes and exhibit exactly the same  

typical dependence-structure shown in Figure 9.1. Loosely speaking there are three nodes 

(indicated A,B, and C in Figure 9.1) that are parent-nodes of a fourth node (indicated D in 

Figure 9.1). More precisely, the directed edges AD, BD, and CD - pointing from the 

three parent-nodes to the common child-node - represent Order-Relation-Features with high 

significances. Obviously, in each case the genes corresponding to the parent-nodes co-

regulate the gene that corresponds to the child-node. The pairwise (significant MRF) adjacen-

cies between the parent-nodes are clearly due to this co-regulation-mechanism.     

 

 

A

D

B

C

 

Figure 9.1: Typical network sub-structure observed eight times 

 

In List 9.1 for each of these eight sub-networks found, both the participating genes (in each 

case parents and child) and the corresponding MRF significances of  the directed und undi-

rected edges are given. In other words each row of List 9.1 corresponds to a sub-network of 

the type shown in Figure 9.1.  
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Participating nodes (genes) Significances of Markov-Relation-Features 

Parent-  

nodes 

Child- 

node 

directed edges 

(ORF>0.75) 

Undirected edges 

(ORF<0.75) 

A B C D AD BD CD AB AC BC 

X17 X156 X167 X96 1,000 1,000 0,993 0,854 0,850 0,849 

X74 X158 X160 X18 0,929 0,949 0,931 0,924 0,932 0,924 

X28 X111 X142 X64 0,967 0,995 0,995 0,901 0,875 0,901 

X13 X32 X179 X59 1,000 1,000 0,999 0,990 0,989 0,991 

X46 X84 X109 X182 0,875 0,839 0,835 0,795 0,795 0,798 

X47 X100 X130 X63 0,880 0,879 0,865 0,859 0,841 0,841 

X87 X142 X200 X56 1,000 1,000 1,000 1,000 1,000 1,000 

X127 X149 X170 X45 0,836 0,833 0,891 0,756 0,747 0,750 

 

List 9.1: Eight sub-networks found that exhibit the structure shown in Figure 9.1 

 

The six remaining sub-networks exhibit other dependence-structures and the number of par-

ticipating genes varies between 3 and 16. Therefore, we must represent them particularly us-

ing other network-graphics.  

 

 

 

Conventions for sub-networks 9-13 

For the remaining six sub-networks we specify the following cut-points. First, as mentioned 

above only connections with MRF significances higher than 0,5 are considered relevant. In 

addition we distinguish between immediately (between 0,5 and 0,75) and high (>0,75) MRF 

significances. In the following graphical representations we indicate this difference using 

normal and dotted lines for the corresponding edges. Order-Relation-Features (ORFs) are 

considered relevant, if and only if the corresponding MRF and ORF significances are both at 

least 0,5 and additionally the ORF significance exceeds 75% of the MRF significance.  . 

 

 

Network 9 
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The 9th sub-network graphically shown in Figure 9.2 exhibits the same “essential structure” 

as the first eight sub-networks (see Figure 9.1) and consists of the node-set 

{X3,X20,X25,X26,X41,X110}. ”Essential structure” means in this context that there are three 

pairwise connected parent-nodes (A,B, and C) with arcs pointing from them to a common 

child-node (D). The first difference between this network and the previous eight is that one of 

the edges between the parents of node D=X42 is directed. Secondly, there are two additional 

nodes: E=X3 and F=X20. These nodes are connected by a ORF of high significance and one of 

them (F=X20) is connected by a MRF of high significance with node A=X25 on which  the arc 

between the parent-nodes of the “essential structure” points. Additionally, there are two con-

nections of immediate significance connecting the nodes F and E with the “essential struc-

ture”. All corresponding MRF and ORF significances can be found in List 9.2. and a legend is 

given in Figure 9.2. 

 

 

 

A

D

B

C

E

A = X25

B = X110

C = X26

D = X42

E = X3

F = X20

F

 

 

Figure 9.2: Network sub-structure concerning nodes X3, X20, X25, X26, X42 and X110 

 

Obviously, node X110 not only co-regulates (together with the nodes X25 and X26) the expres-

sion of node X42 but also influences node X25. The interpretation is straightforward. There 

seems to be an improved regulation of node X42 through node X110 not only by direct but addi-
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tionally by indirect regulation, whereby the latter is over the directed path X110X25 X42. 

Possibly, there is a direct activation of node D=X42 and at the same time an inhibition on a 

long-term basis. The additional nodes E=X3 and F=X20 are connected by a directed edge, and 

F=X20 is connected with node A=X25 which participates in the essential sub-network struc-

ture. Although, we can conclude that this undirected connections reflect that the correspond-

ing genes are related in some joint biological regulation process or interaction, due to the 

missing directions no exact statements can be made.  

 

 

Edges Significances of Relation-Features 

Node 1 
X 

Node 2 
Y 

Markov 
XY 

Directed Order 
XY                    XY 

A = X25 B = X110 0,975 0,009 0,888 

A = X25 C = X26 0,854 0,327 0,325 

A = X25 D = X42 0,930 0,905 0,045 

A = X25 E = X3 0,556 0,073 0,442 

A = X25 F = X20 0,891 0,666 0,331 

B = X110 C = X26 0,834 0,471 0,166 

B = X110 D = X42 0,941 0,994 0,000 

B = X110 E = X3 0,622 0,593 0,122 

B = X110 F = X20 <0,5 ---- ---- 

C = X26 D = X42 0,944 0,916 0,065 

C = X26 E = X3 <0,5 ---- ---- 

C = X26 F = X20 <0,5 ---- ---- 

D = X42 E = X3 <0,5 ---- ---- 

D = X42 F = X20 <0,5 ---- ---- 

E = X3 F = X20 0,762 0,726 0,132 
 

List 9.2: Significances of the Markov- and Order-Relation-Features in Figure 9.2 

 

Network 10 and 11 

The 10th and 11th sub-network exhibit the simplest conceivable structure shown in Figure 

9.3. The tenth network consists of the nodes X86, X111, and X150 and the eleventh consists of 

the nodes X1,X12, and X157. In both cases the three nodes are pairwise connected but there is 

no directed edge between them. We can conclude each time only that the corresponding genes 
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are related in some joint biological regulation process or interaction. The significances of the 

corresponding MRFs and ORFs for both sub-networks are given in List 9.3a and List 9.3b. 

 

Edges Significances of Relation-Features 

Node 1 
X 

Node 2 
Y 

Markov 
XY 

Directed Order 
XY                XY 

A = X86 B = X111 0,820 0,667 0,141 

A = X86 C = X150 0,817 0,340 0,564 

B = X111 C = X150 1,000 0,333 0,667 
 

List 9.3a: Significances of the Markov- and Order-Relation-Features in Figure 9.3a 

 

 

Edges Significances of Relation-Features 

Node 1 
X 

Node 2 
Y 

Markov 
XY 

Directed Order 
XY                XY 

A = X1 B = X12 1,000 0,333 0,667 

A = X1  C = X157 0,955 0,301 0,668 

B = X12 C = X157 0,786 0,262 0,011 
 

List 9.3b: Significances of the Markov- and Order-Relation-Features in Figure 9.3b 

 

 

A B

C

3a) A = X86 B = X111 C = X150

3b) A= X1 B = X12 C = X157

Figure 9.3:   a) Sub-network of nodes X86, X111, and X150

       b) Sub-network of nodes X1, X12, and X157

 

Network 12 
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The twelfth sub-network (shown in Figure 9.4) consists of the following six nodes: X36, X43, 

X136, X145, X186, and X189. The corresponding significances of the Markov- and Order-

Relation-Features can be found in List 9.4. As we can see from the network graphic presented 

in Figure 9.4, the “essential structure” mentioned above twice, that is, three parent-nodes with 

arcs pointing from them to a common child-node, is given again. But we note that this time 

two of the three Markov-Relation-Features between the parent-nodes are only of immediate 

significance. The nodes E=X36 and F=X136 are not participating in the essential structure.  

 

Obviously node E=X36 has a common child (F=X43) with node B=X186, that is, both genes 

take influence on the expression of gene F=X43. It seems that gene B=X43 is of relevance for 

both the expression of gene F=X136 and the expression of gene D=X43. Additionally, we see 

that the expression of gene A=X145 might depend on the expression of gene E=X36, since there 

is a directed connection with immediate significance between these nodes. 

 

 

 

A

D

B

C

E F

A = X145

B = X186

C = X189

D = X43

E = X36

F = X136

 

Figure 9.4: Sub-network of nodes X36, X43, X136, X145, X186, and X189 

 

 

 

Edges Significances of Relation-Features 
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Node 1 
X 

Node 2 
Y 

Markov 
XY 

Directed Order 
XY                XY 

A = X145 B = X186 0,726 0,190 0,066 

A = X145 C = X189 0,825 0,083 0,191 

A = X145 D = X43 0,946 0,955 0,000 

A = X145 E = X36 0,645 0,057 0,682 

A = X145 F = X136 <0,5 ---- ---- 

B = X186 C = X189 0,730 0,204 0,078 

B = X186 D = X43 0,832 0,849 0,001 

B = X186 E = X36 0,585 0,125 0,340 

B = X186 F = X136 0,929 0,604 0,333 

C = X189 D = X43 0,999 0,999 0,000 

C = X189 E = X36 <0,5 ---- ---- 

C = X189 F = X136 <0,5 ---- ---- 

D = X43 E = X36 <0,5 ---- ---- 

D = X43 F = X136 <0,5 ---- ---- 

E = X36 F = X136 0,891 0,910 0,018 
 

List 9.4: Significances of the Markov- and Order-Relation-Features in Figure 9.4 

 

 

 

 

 

Network 13 

The thirteenth sub-network is shown in Figure 9.5 and consists of the following six nodes: 

X65, X77, X100, X155, X172, and X189. The significances of the corresponding Markov- and Or-

der-Relation-Features can be found in List 9.5. The thirteenth sub-network exhibits nearly the 

same structure as sub-network number 12. As we can see from the graphical representation in 

Figure 9.5, once again, the “essential structure” consisting of three pairwise connected parent-

nodes with arcs pointing from them to a common child-node is given. One of the pairwise 

connections between these parents is directed so that our conclusions are analogous with these 

above (see network 9) that there might be an improved regulation of node E=X172 through 

node C=X100. In addition to the “essential structure” there are three directed arcs connecting 

the nodes A=X65 and F=X189 with two of the parent-nodes of the “essential structure”. Obvi-
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ously gene C=X100 not only regulates gene E=X172 through a directed connection and an di-

rected path over B=X77, but also influences together with node A=X65, the expression level of 

node F=X189 exclusively. 

 

 

Edges Significances of Relation-Features 

Node 1 
X 

Node 2 
Y 

Markov 
XY 

Directed Order 
XY                XY 

A = X65 B = X77 0,904 0,816 0,096 

A = X65 C = X100 <0.5 ---- ---- 

A = X65 D = X155 <0,5 ---- ---- 

A = X65 E = X172 <0,5 ---- ---- 

A = X65 F = X189 0,718 0,159 0,067 

B = X77 C = X100 0,939 0,001 0,814 

B = X77 D = X155 0,939 0,016 0,375 

B = X77 E = X172 0,972 0,975 0,000 

B = X77 F = X189 0,743 0,009 0,810 

C = X100 D = X155 0,964 0,157 0,189 

C = X100 E = X172 0,997 0,999 0,000 

C = X100 F = X189 1,000 1,000 0,000 

D = X155 E = X172 0,998 0,998 0,000 

D = X155 F = X189 <0,5 ---- ---- 

E = X172 F = X189 <0,5 ---- ---- 
 

List 9.5: Significances of the Markov- and Order-Relation-Features in Figure 9.5 
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Figure 9.5: Sub-network of nodes X65, X77, X100, X155, X172, and X189 

 

 

 

 

Network 14 

The last sub-network shown in Figure 9.6 consists of the following16 nodes: X7, X10, X17, 

X41, X49, X60, X62, X105, X133, X145, X153, X162, X164, X179, X180, X191. For clarity, we omitted 

all MRFs and ORFs lower than 0.75 within the graphical representation. But for the sake of 

completeness all relevant Markov- and Order-Relation-Features between these 16 nodes satis-

fying the significance-conditions mentioned above (see “Conventions for sub-networks 9-13”) 

are given in List 9.6. As we can see from the list only the 16 most significant edges (out of 31 

relevant Relation-Features) are represented in the graphic. (These 16 Relation-Features are in 

bold print.)  

Although there are some immediately significant edges not shown in Figure 9.6,  node A=X7  

seems to be the “interconnection-point” of this sub-network. That is, there are three sub-

groups of genes that are connected through paths which always contain, respectively, lead 

over the “center-node” A= X7 . 
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Figure 9.6: Sub-network of nodes  

A=X7  B=X10  C=X17  D=X41  E=X49  F=X60 
G=X62  H=X105   I=X133  J=X145  K=X153  L=X162 

        M=X164        N=X179         O=X180        P=X191 
 

 

More exactly, 14 of the 16 nodes of the 14th sub-network divide into three pairwise different 

subgroups G1={D=X41,E=X49,I=X133}, G2={C=X17,F=X60,G=X62,J=X145,K=X153,O=X180}, 

and G3={B= X10,H= X105,L= X162,N= X179}. There are both: Relation-Features of high sig-

nificances between the nodes within each group and between these nodes and node A=X7, but 

there are only three Relation-Features of immediate significance between the nodes in differ-

ent groups.  As we can see from List 9.6 these immediately significant edges are the following 

three undirected ones: “D-F”, “D-N”, and “J-N”. Additionally, there are some immediately 

significant edges connecting the nodes M and P with some nodes within these subgroups 

mentioned above.  
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Edges Significances of Relation-Features 
Node 1   

X 
Node2  

 Y 
Markov 

        XY 
Directed Edges 

XY                     XY 
A=X7 B=X10 0,888 0,364 0,370 

A=X7 C=X17 0,964 0,663 0,314 

A=X7 D=X41 0,876 0,972 0,000 

A=X7 E=X49 0,996 0,999 0,000 

A=X7 G=X62 0,746 0,374 0,571 

A=X7 I=X133 0,759 0,717 0,030 

A=X7 K=X153 0,944 0,650 0,334 

A=X7 M=X164 0,5785 0,196 0,442 

A=X7 N=X179 0,998 0,998 0,001 

B=X10 H=X105 0,997 0,103 0,894 

B=X10 L=X162 0,968 0,320 0,666 

B=X10 M=X164 0,700 0,548 0,393 

B=X10 N=X179 0,948 0,963 0,003 

B=X10 P=X191 0,714 0,186 0,724 

C=X17 G=X62 0,959 0,326 0,668 

C=X17 M=X164 0,622 0,279 0,615 

D=X41 E=X49 0,966 0,966 0,000 

D=X41 F=X60 0,568 0,433 0,223 

D=X41 I=X133 0,757 0,234 0,225 

D=X41 N=X179 0,569 0,014 0,671 

E=X49 I=X133 0,946 0,001 0,971 

F=X60 O=X180 0,965 0,390 0,579 

G=X62 J=X145 0,887 0,994 0,000 

G=X62 K=X153 0,998 0,664 0,333 

G=X62 O=X180 0,586 0,667 0,290 

H=X105 L=X162 0,663 0,428 0,276 

H=X105 M=X164 0,543 0,626 0,359 

H=X105 P=X191 0,715 0,568 0,038 

J=X145 N=X179 0,728 0,001 0,817 

K=X153 O=X180 0,999 0,998 0,002 

L=X162 P=X191 0,597 0,310 0,223 
 

List 9.6: Relevant Relation-Features of the 14th sub-network 
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Before closing this section we - once again - want to emphasize that the relations found, al-

though obviously supported by the data, do not inevitably represent real biological relations. 

The confirmation of these relations without a new data collection is beyond the limitations of 

statistical techniques. Nevertheless, we hope that available up-to-date biological knowledge 

available supports our results. If there is no biological contradiction against our findings, the 

results should be seen as indicative of biological phenomena. Perhaps traditional molecular 

biology approaches can be used for a confirmation.  

 

Since the data set was made available for a confidential analysis only, unfortunately no trans-

lation tables - assigning the corresponding gene names to the variables X1,...,X200 - can be 

given (see Overview). 
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10  Discussion of the results 
In our data evaluation we used Bayesian network methodology for analyzing gene expression 

levels of 200 genes in each of 60 samples. The expression measurements were taken from 

healthy human kidney cells using Affymetrix GenChips. Due to preliminary investigations 

done by Jung (2003), we suggest that these genes play a key role in pathogenesis of kidney 

carcinoma. Beyond that, no further prior biological knowledge was incorporated into our 

analysis. 

To uncover the regulatory transcription mechanisms behind these biologically interesting 

genes under healthy conditions, we performed three independent Markov-Chain-Mote-Carlo 

(MCMC) simulations with run lengths of 100.000.000. Although we did not obtain strongly 

correlated results from the differently seeded MCMC runs, we decided to combine the results 

of the three runs by building means. More exactly, we used the approach of Friedman et al. 

(2001) to extract sub-networks from the combined network sample.  

So we could extract 14 high scoring sub-networks, represented and discussed in Subsection 

9.7, from the gene expression data. In addition to graphical representations and tables of the 

corresponding Relation-Feature significances (see 9.7), we interpreted these sub-networks to a 

certain extend, that is, at least from a statistical point of view. But we remark, that due to the 

sparseness of the data, there is no possibility to confirm the generated hypotheses statistically. 

Nevertheless, we hope that the conclusions from our analysis are biologically plausible and 

suppose that our findings provide some useful references for biologists and help better under-

standing the regulatory mechanisms behind these genes. Traditional molecular biology ap-

proaches and further gene expression data collections could be used by biologists for a con-

firmation of our findings.  

 

In the following appendix we present a modification of the approach that might be more suit-

able when analyzing sparse gene expression data. Especially, we discover that due to the 

sparseness of our data the standard approach presented in Sections 2-8 is only immediately 

suitable and present an idea of a new modified scoring-metric. Since our considerations are 

surely not exhaustive, we plan to extend our work on improving this new scoring idea. 

 

Another challenge will be the analysis of protein expression levels and the prediction of 

transmembrane protein topology using hidden Markov models (see Sousa et al. (2004)). 
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Appendix - An idea of a new scoring metric for Bayesian networks 

In this appendix we propose a modification of the standard metric used for scoring Bayesian 

networks. We think that our modified metric might be more suitable when analyzing sparse 

data. Therefore, especially for microarray gene-expression experiments where the amount of 

data is usually small relative to the size of the network model, our scoring metric could be a 

useful alternative to the standard one. Especially, we hope that the new metric improves con-

vergence of MCMC runs, and especially the statistical significance of the results. But, since 

clearly not examined sufficiently yet, the characteristics of this new metric remain an impor-

tant research problem for us. 

As further investigations show, the insufficient convergence of the MCMC runs performed 

(see Subsection 9.5) was due to the fact that local probability distributions of the runs often 

stack in local maxima. That is, when for a local node a parent-set of maximal fan-in size is 

accepted once, there is practically no possibility of exchanging the set. More exactly, the 

problem is that within each MCMC step only one parent can be removed from the parent-set 

without simultaneously adding a new one. Now assuming an immediately scoring parent-set 

of maximal fan-in size for a certain node, even the best scoring parent-set can be reached only 

when successively deleting the parents from the first set and meanwhile or afterwards adding 

the new better or even best scoring ones. However, especially in the first step of the exchange 

a node must be removed from the current parent-set. Unfortunately, as we will demonstrate 

below, particularly for sparse data, the acceptance probabilities of removing a single parent-

node even from a just immediately scoring parent-set are often disproportionately low. There-

fore, the exchange of an immediately scoring parent-set for a high or at least higher scoring 

parent-set is often practically impossible within a MCMC run of finite length. The local prob-

ability distributions (see Section 2) get stuck in local maxima. The consequence of this phe-

nomena is that the whole corresponding MCMC run, respectively the complete network dis-

tribution,  also gets stuck in a local maximum. 

 

We now demonstrate this phenomena using a concrete example. Within our data many other 

similar or even more extreme examples can be found. 
For example, considering the first domain variable X1 (node number one) the following par-

ent-sets of maximal fan-in size 3 can be found: S1={X12, X157, X165} and S2={X50, X129, X196}. 

The set S1 for variable X1 was reached and maintained during the empty-network seeded 

MCMC run and S2 occurred and was held in the second randomly seeded MCMC run. The 

first set leads to a local score of size: -47,282 and the second one to: -40,960. For the non-
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logarithmic likelihood this yields a ratio of approximately 556. In other words considering 

DAGs that differ exclusively with respect to the parent-set of node X1, the conditional prob-

ability of the parent-set S2 for node X1 given the data is about 556-times higher than the prob-

ability of S1. 

This clearly demonstrates that the second set S2 fits the corresponding data significantly better 

than S1. Nevertheless, a run leading to the second set, is - concerning the local distribution of 

node X1 - practically stuck in a local maximum as we will demonstrate below. For conven-

ience, we neglect all acyclicity–restrictions in the following considerations. 

Starting from an empty parent-set (X1)={} for node X1 we obtain the acceptance probabili-

ties 0.719, 1, and 1 when succesively adding the nodes number X12, X157 and X165 to the par-

ent-set. However, an exchange of the parent-set S1={X12,X157,X165} for any other set within a 

finite run length is very improbable because the following acceptance probabilities correspond 

to the deletion of node X12, X157 and X165 from S1: 6.610-7, 2.010-5 and 3.910-6. Obviously, a 

run leading to the parent-set S1 for node X1 is practically stuck in a local maximum. Since 

some better scoring parent-sets like S2 (see above) can be found this is obviously disadvanta-

geous. For clarity, we now take a closer look at the conditional empirical distribution of node 

number one given parent-set S1={X12,X157,X165}, see Table A.1. 

 

The first three columns indicate all 27 possible parent-set configurations. That is, all possible 

realizations (x,y,z){-1,0,+1}3 of the parent-nodes (X12,X157,X165). Subsequently, the ob-

served empirical frequencies for the expression-values (-1, 0 and +1) of node X1 are given. 

Finally, after the seventh column, containing the total number of observations for the particu-

lar parent-configuration, the contributions of these observations to the local Bayesian score 

are given. These contributions Cj (X1) (j=1,...,27)  to the logarithmic local score for node X1 

are given by (see Section 4): 

 

)},81/1)1((ln{)}81/1)0((ln{)}81/1)1((ln{...

...)}81/1(ln{3)}81/3(ln{)}81/3(ln{)( 1
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where nj(-1), nj(0) and nj(+1) are the number of cases in which node X1 has the expression-

values “–1”, “0” or “+1” given the j-th parent-configuration (j=1,...,27). The total number of 

observations for the j-th parent-configuration is given by: nj = nj(-1)+nj(0)+nj(+1). The sum 

over the Cj(X1) (j=1,...,27) yields the local score of the first domain variable.  
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Parent-configuration Empirical frequency 
for the values of node X1 

X12 X157 X165 -1 0 +1 

 
Total: 

 
Local 
Score: 

-1 -1 -1 3 0 0 3 -2,410 
-1 -1 0 0 1 0 1  -1.099 
-1 -1 +1 0 0 0 0 0 
-1 0 -1 5 0 0 5 -3,256 
-1 0 0 3 0 0 3 -2,410 
-1 0 +1 1 0 0 1 -1,099 
-1 +1 -1 10 0 5 15 -13,060 
-1 +1 0 0 3 0 3 -2,410 
-1 +1 +1 3 5 0 8 -7,874 
0 -1 -1 2 0 0 2 -1,843 
0 -1        0 1 0 0 1 -1.099 
0 -1 +1 0 0 0 0 0 
0 0 -1 0 0 0 0 0 
0 0 0 0 0 0 0 0 
0 0 +1 0 0 0 0 0 
0 +1 -1 0 3 1 4 -4.102 
0 +1 0 0 0 0 0 0 
0 +1 +1 0 2 0 2 -1,843 

+1 -1 -1 1 0 0 1 -1,099 
+1 -1 0 0 0 0 0 0 
+1 -1 +1 0 1 0 1 -1,099 
+1 0 -1 0 0 0 0 0 
+1 0 0 0 0 0 0 0 
+1 0 +1 0 0 0 0 0 
+1 +1 -1 0 6 0 6 -3,590 
+1 +1 0 1 0 0 1 -1,099 
+1 +1 +1 0 3 0 3 -2.410 

Total: 30 24 6 60 -47,282 
 

Table A.1: Empirical distribution of node X1 given parent-nodes X12, X157 and X165 
 

The last row of Table A.1 reflects the unconditional expression-value-distribution (UEVD) of 

node number one. Obviously, the expression values “-1” (30-times observed) and “0” (24-

times observed) are more probable than the value “+1” (only 6-times observed). These counts 

are of interest, when the local standard score for node X1 given an empty parent-set is com-

puted.  

 

The logarithmic local Bayesian score for node X1 given an empty parent-set (X1)={} is 

given by:  

)}3/16(ln{)}3/124(ln{)}3/130(ln{)}3/1(ln{3)}61(ln{)}1(ln{)( 1 XC
            = -61,170 
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We hold the view that a well suited non-empty parent-set for a certain node should consist of 

as many as possible parent-configurations with expression-value distributions crucially devi-

ating from the UEVD. From a theoretical point of view such a deviation is given for a con-

figuration, if the corresponding empirical conditional distributions differs from the distribu-

tion of the remaining observations.  

This holds because the UEVD of a node X given a fixed parent-set =(X) is a mixture dis-

tribution of both: the expression-value-distribution of the configuration considered P(X|=k) 

and the expression-value-distribution of the remaining observations, that is, the other configu-

rations P(X|k). More precisely, for i{-1,0,+1} holds: 

P(X=i) = P(X=i  {1,...,q})  

= P({X=i  =k} or {X=i  k}) 

= P(X=i  =k) + P(X=i k) 

= P(X=i|=k)  P(=k) + P(X=i|k)  P(k) 

= P(X=i|=k)  p1 + P(X=i|k)  (1-p1), 

where p1 denotes P(=k)>0 (k{1,...,q}) and the possible realizations of the parent-set  of 

X are denoted by the integer series: 1,...,q. 

 

For p1>0 this relation leads to the following equivalence statement (mentioned above): 

P(X=i) = P(X=i|=k)  P(X=i|=k) = P(X=i|k) 

(k{1,...,q} and i{-1,0,+1}) 

 

We think that parent-set configurations with conditional distributions that are similar to or at 

least compatible with the distribution of the remaining observations provide no real statistical 

information gain. There is no need to distinguish them from other parent-set configurations, 

because there is no significant difference between the corresponding distributions. In other 

words, the model parameters for these distributions are redundant and can be saved. This is 

the first  key idea behind our new scoring metric. 

 

From a statistical point of view most rows (parent-configurations) in Table A.1 are very 

weakly equipped and the question is, what can be really learned from the data? 

 

What for example is the information of the first row (parent-configuration (–1,–1,-1})?  
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For this configuration (-1,-1,-1) (see row one of Table A.1) three observations were made and 

node X1 realized in each case as “–1”. It seems that this realization is not remarkably deviat-

ing from the UEVD of node X1. Since from the UEVD of X1 we can see that ”-1” is obviously 

the most probable expression-value of node X1 anyway. For six other parent-configurations 

even only one observation was made and node X1 realized as “–1” or “0”. Only for five con-

figurations more than three observations were made. In addition, there are even ten configura-

tions not observed at all. Although, these configurations have no contribution to the log-

likelihood-score, there is no statistical information within them. 

 

It seems that statistically only from particular parent-configurations can be learned. For ex-

ample, for configuration (-1,+1,-1) the expression value “-1” was observed ten times and the 

value “+1” was observed five times. With respect to the UEVD of node X1 this could be re-

markable. Therefore, we now compare this empirical distribution with the distribution of the 

remaining observations within a frequency-table (see Table A.2): 

 

 

Observed expression value 

of node X1 

 

Parent-configuration 

(X12, X157, X165) -1 0 +1 

Row 

Sums 

(-1,+1,-1) 10 0 5 15 

Rest (all other configurations) 20 24 1 45 

Column sums (UEVD) 30 24 6 60 
 

Table A.2: Frequency-table for configuration (-1,+1,-1) 

 

If the two distributions significantly differ, there is surely statistical information gain when 

partitioning the configuration (-1,+1,-1) from the rest, respectively, when distinguishing be-

tween configuration (-1,+1,-1) and other parent-set configurations. If both distributions are 

compatible we think that such a partitioning is not necessary. 

 

More generally, we can succesively consider for each parent-set configuration frequency-

tables of the following type (see Table A.3): 
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Observed expression value 

of node X1 Parent-configuration 

-1 0 +1 

Row 

Sums

Configuration considered n(-1) n(0) n(+1) n 

Rest (all other configurations) x(-1) –n(-1) x(0) –n(0) x(1) –n(+1) 60 – n

Column sums (UEVD) x(-1) x(0) x(1) 60 
 

Table A.3: Frequency-table for general configurations 
Note that, the column-sums x(-1), x(0) and x(1) correspond to the UEVD of node X1. The ob-
served frequencies for the configuration considered are denoted by: n(-1), n(0) and n(+1). 

 

We now want to decide for each parent-configuration if the corresponding conditional distri-

bution (significantly) differs from the distribution of the remaining observations. The corre-

sponding null hypothesis H0: “The distribution of the parent-configuration considered is not 

deviating from the distribution of the remaining observations!” is equivalent to an independ-

ence-hypothesis concerning the two artificially defined discrete variables “configuration” and 

“expression-value”. And the latter hypothesis “Configuration and expression-values are inde-

pendent!” can be tested using a simple permutation-test, based on the chi-square test for inde-

pendence in frequency-tables. In particular, the corresponding p-value can be used to assert 

for each parent-configuration the degree of certainty with which these distributions differ.  

 

Note that a permutation version of this statistical chi-square test is necessary because of the 

weak cell occupations. Furthermore, to avoid the problem of multiple statistical testing we 

will use the p-values not to confirm deviations but in a descriptive way. For instance, for the 

configuration (-1,-1,-1) shown in the first row of Table A.1 the corresponding frequency-table 

is given by: 

 

Observed expression value 

Parent-configuration -1 0 +1 

Row 

sums 

(-1,-1,-1) 3 0 0 3 

Rest (all other configurations) 27 24  6  57  

Column sums 30 24 6 60 
 

Table A.4: Frequency-table for configuration (-1,-1,-1) 
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And the corresponding permutation-test p-value is 0.349. There is clearly no indication 

against the null-hypothesis of independence. We conclude that the empirical expression-value 

distribution given configuration (-1,-1,-1) does not differ significantly from the UEVD of 

node X1. As mentioned above this is obviously due to the fact that only three observations 

were made and in each case the most probable value of the UEVD (“-1”) was observed. 

Therefore, from a statistical point of view from parent-set configuration (-1,-1,-1) can not be 

learned. We therefore suppose that it is unnecessary to assume, respectively, wasteful to sub-

ordinate, an own expression-value distribution for this special parent-set configuration. 

 

But for the configuration (-1,+1,-1) (mentioned above: see Table A.2) the corresponding per-

mutation-test value is 0,0002. Obviously, the expression-value distribution of the configura-

tion (-1,+1,-1) differs quite remarkably from the distribution of the remaining observations, 

respectively, from the UEVD.  This is obviously due to the fact that 15 observations were 

made and among these observations five times the most improbable value of the UEVD 

(“+1”) was observed. In addition, the value (“0”) which is with respect to the UEVD of node 

X1 nearly as frequently as the value (“-1”) was not observed at all. 

  

More generally, for each parent-set configuration of node X1 the following statistical signifi-

cance test can be performed:  

 

The permutation-test procedure is as follows: 

- Firstly, we compute the original chi-square-test statistic based on Table A.3 given by: 
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where the empirical frequencies of the UEVD are denoted by x(i) (i{-1,0,1}), and the em-

pirical frequencies of the configuration considered are denoted by the integers n(i) with i{-1, 

0,1}. The total number of observations for the configuration is denoted by n. It holds: 

n(-1) + n(0) + n(+1) = n and x(-1) + x(0) + x(+1) = 60. 

 

- Then, we succesively simulate a certain number of frequency-tables with respect to the col-

umn and row sums under the assumption that the probability distribution of the expression 

value (columns) and the distribution of the configuration (rows) are independent (null hy-

pothesis). This can be easily realized using two hypergeometric random numbers.  
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- Each time we compute the corresponding chi-square statistic. In other words, we generate 

samples from the chi-square-statistic given the independence null hypothesis and the corre-

sponding fixed column and row sums. 

 

- Finally, we compute the proportion of simulated chi-square-values higher than the original 

value. This is an adequate estimator for the corresponding p-value. If the estimated p-value is 

low, there is reason to believe that the distribution of this parent-configuration differs signifi-

cantly from the distribution of the remaining observations and vive versa. 
 

After simulating 1000 tables for each of the 27 configurations and performing the permuta-

tion-test-procedure we can add a column of permutation-test-p-values to Table A.1. Addition-

ally, for each row (configuration) we divide the contribution to the local log-score through the 

number of observations (see Table A.2). This leads for each parent-configuration to the con-

tribution per observation to the score. A characteristic that is more useful when comparing the 

contributions to the local score of configurations for which different numbers of observations 

were made. In Table A.5 this characteristic is referred to as “Ratio”. Furthermore, due to 

space limitations the exact empirical distributions for the 27 possible parent-set configurations 

given in Table A.1 are not indicated again. 

 

As we can see from Table A.5 there are only two p-values lower than 0.05 and three p-values 

lay between 0.05 and 0.10. On the other side, 11 of the 17 computable p-values are higher 

than 0.3. We summarize that only 5 of 17 computable p-values are at least relatively low. 

From a statistical point of view this seems to be a possible example of a certain data-over-fit 

because there are many configurations without statistical significance having only negligible 

contributions to the local-score. For instance, the significant configuration (-1,+1,-1)  provides 

a higher penalty to the score  (-0.871 per observation) than the insignificant first configuration 

(-0.803 per observation).  

 

Another drawback of the standard metric is that the contributions to the log-score are inde-

pendent of the UEVD. That is, for each configuration each permutation of the observed fre-

quencies provides the same contribution to the log-score. There is no difference between – 

with respect to the UEVD - rarely and frequently observed expression values. We hold the 

view that this characteristic of the standard Bayesian scoring metric is not desirable. It would 
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be better if configurations with distributions significantly differing from the UEVD had sys-

tematically lower contributions to the log-score than insignificant configurations.   

 

Parent-configuration 
Node X12 Node X157 Node X165

Number Contribution 
to score 

Ratio p-value
of observa-

tions 
-1 -1 -1 3 -2,410 -0,803 0,349 
-1 -1  0 1 -1,099 -1,099 0,498 
-1 -1 +1 0 0 ----- ----- 
-1  0 -1 5 -3,256 -0,651 0,116 
-1  0   0 3 -2,410 -0,803 0,325 
-1  0 +1 1 -1,099 -1,099 1 
-1 +1 -1 15 -13,060 -0,871 0,000 
-1 +1   0 3 -2,410 -0,803 0,081 
-1 +1 +1 8 -7,874 -0,984 0,354 
 0 -1 -1 2 -1,843 -0,921 0,589 
 0 -1         0 1 -1,099 -1,099 1 
 0 -1 +1 0 0 ----- ----- 
 0  0 -1 0 0 ----- ----- 
 0  0  0 0 0 ---- ----- 
 0  0 +1 0 0 ----- ----- 
 0 +1 -1 4 -4,102 -1,026 0,092 
 0 +1  0 0 0 ----- ----- 
 0 +1 +1 2 -1,843 -0,922 0,353 
+1 -1 -1 1 -1,099 -1,099 1 
+1 -1  0 0 0 ----- ----- 
+1 -1 +1 1 -1,099 -1,099 0,519 
+1  0 -1 0 0 ---- ----- 
+1  0  0 0 0 ---- ----- 
+1  0 +1 0 0 ---- ----- 
+1 +1 -1 6 -3,590 -0,598 0,012 
+1 +1  0 1 -1,099 -1,099 1 
+1 +1 +1 3 -2,410 -0,803 0,088 

Total: 60 -47,282 ----- ----- 
 

Table A.5: Permutation-test p-values and contributions to the score per observation 
 

Considering Table A.5 we suggest that the local score of –47.282 which is remarkably higher 

than the local score of -61.170, when node X1 has an empty parent-set, is reached through 

data over-fitting substantially. Indeed, as we will show below, for sparse data an over-fit can 

easily result when the observations distribute themselves up the configurations in such a way 

that no configuration is strongly occupied. For each parent-configuration containing only 

unique realizations of the response variable there is no penalization to the log-score. As we 

can see from Table A.1 non-unique observations were made exclusively for three of the four 
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most frequently observed configurations only. Within the weakly occupied rows only unique 

observations were made (see Table A.1). As we will see below a penalization of the standard 

score results exclusively from configurations that are weakly occupied (rarely observed) and 

contain no unique realizations of the response variable.  

 

For clarity, we now compute and compare the contributions to the logarithmic local Bayesian 

score for some special empirical distributions (see Table A.6). Note that permutations of the 

observed frequencies provide the same contributions to the log-score. The number of permu-

tations with the same contribution to the log-score depends on the number of pairwise differ-

ent observed frequencies. If all three frequencies are pairwise different there are nine permu-

tations. If only one pair differs, there are three permutations. And finally, if all three frequen-

cies are equal, there is only one permutation. 

 

For the computations we assume 60 observations, 27 parent-configurations and set the total 

prior precision equal to one. These settings correspond to our data-analysis (see Section 9). 

 

Comparing the contributions (per observation) to the Bayesian score, we note that the less 

uniformly the observed values of a configuration are distributed the higher are the log-score-

penalties. In particular, there are very high penalties for weakly occupied configurations, 

when the observed values are not unique.  

For instance, consider the case n=3 observations. When all three values are the same, the con-

tribution to the score is –1,135, that is, –0.378 per observation. In the worst case, each value is 

observed once and the contribution is –10,635, that is, -3,545 per observation. The contribu-

tions to the local score differ approximately about  9,5. For the (non-logarithmic) likelihood 

this difference (concerning three observations only) yields a likelihood ratio higher than 1.3 

104.  

 

This example with n=3 shows that even rarely observed parent-set configurations can yield a 

very high penalty to the local Bayesian score by chance. It is easy to construct theoretical data 

examples that demonstrate that this characteristic of the standard local Bayesian scores can 

lead to penalizations for parent-sets that statistically explain the data very well. On the other 

side, within these examples parent-sets leading to insignificant configurations only are not 

penalized, and therefore preferred by the standard Bayesian score. 
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Empirical frequencies 

(as ordered triples) 

Contribution to 

the score 

Contribution 

per Observation

Total number of observations n=0  
0 0 0 0 0 

Total number of observations n=1  
1 0 0 -1.099 -1.099 

Total number of observations n=2  
2 0 0 -1.123 -0.562 
1 1 0 -5.529 -2.765 

Total number of observations n=3  
3 0 0 -1.135 -0.378 
2 1 0 -6.229 -2.076 
1 1 1 -10.635 -3.545 

Total number of observations n=4  
4 0 0 -1.143 -0.286 
3 1 0 -6.640 -1.660 
2 2 0 -7.327 -1.832 
2 1 1 -11.734 -2.934 

Total number of observations n=5  
5 0 0 -1.149 -0.230 
4 1 0 -6.933 -1.387 
3 2 0 -8.024 -1.605 
3 1 1 -12.430 -2.486 
2 2 1 -13.117 -2.623 

Total number of observations n=6  
6 0 0 -1.154 -0.192 
5 1 0 -7.161 -1.193 
4 2 0 -8.538 -1.423 
3 3 0 -8.941 -1.490 
4 1 1 -12.944 -2.157 
3 2 1 -14.035 -2.340 

Total number of observations n=7  
7 0 0 -1.158 -0.166 
6 1 0 -7.347 -1.050 
5 2 0 -8.946 -1.278 
4 3 0 -9.636 -1.377 
4 2 1 -14.730 -2.104 
3 3 1 -15.133 -2.162 
3 2 2 -15.820 -2.260 

 

Table A.6: Contribution to the log-score for some empirical distributions 

 

We now give an extreme example based on the UEVD of node X1. First, we construct a data- 

example yielding a bad Bayesian score, although statistically explaining the observed data 

very well. That is we select a data-distribution with many significant configurations and some 

insignificant configurations yielding high penalties to the Bayesian score (see Table A.7). 
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Then we construct a second data-distribution based on the UEVD of node X1 without signifi-

cant configurations that yields a much better Bayesian score (see Table A.8). 

 

Parent-configuration Empirical frequency 
for the values of X1 

No. 1 No. 2 No. 3 -1 0 +1 

 
Local 
Score: 

 
p-value: 

-1 -1 -1 2 2 3 -8,761 0,018 
-1 -1 0 2 2 3 -8,761 0,018 
-1 -1 +1 0 0 0 0 ----- 
-1 0 -1 9 1 0 -6,714 0,022 
-1 0 0 9 1 0 -6,714 0,022 
-1 0 +1 0 0 0 0 ----- 
-1 +1 -1 0 5 0 -3,256 0,017 
-1 +1 0 0 5 0 -3,356 0,017 
-1 +1 +1 0 0 0 0 ---- 
0 -1 -1 1 1 0 -2,436 1 
0 -1        0 1 1 0 -2,436 1 
0 -1 +1 1 1 0 -2,436 1 
0 0 -1 1 1 0 -2,436 1 
0 0 0 1 1 0 -2,436 1 
0 0 +1 1 1 0 -2,436 1 
0 +1 -1 1 1 0 -2,436 1 
0 +1 0 1 1 0 -2,436 1 
0 +1 +1 0 0 0 0 ---- 

+1 -1 -1 0 0 0 0 ---- 
+1 -1 0 0 0 0 0 ---- 
+1 -1 +1 0 0 0 0 ---- 
+1 0 -1 0 0 0 0 ---- 
+1 0 0 0 0 0 0 ---- 
+1 0 +1 0 0 0 0 ---- 
+1 +1 -1 0 0 0 0 ---- 
+1 +1 0 0 0 0 0 ---- 
+1 +1 +1 0 0 0 0 ---- 

Total: 30 24 6 -56,951 ----- 
 

Table A.7: Example No. 1 based on the UEVD of node X1 

Data-distribution with six significant configurations yielding a bad Bayesian score 

 

As we can see from Table A.7 it is easy to construct a data distribution with many significant 

parent-set configurations yielding a very low Bayesian score. Although only 16 observations 

belong to configurations without statistical significance the standard Bayesian score is given 

by: -56,951. 

On the other side, Table A.8 shows a data distribution completely without significant configu-

rations yielding a much better Bayesian score of size: -30.307 through data-over-fitting.  
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Parent-configuration Empirical frequency 
for the values of X1 

No. 1 No. 2 No. 3 -1 0 +1 

 
Local 
Score: 

 
p-value: 

-1 -1 -1 0 0 1 -1,099 0,109 
-1 -1 0 0 0 1 -1,099 0,109 
-1 -1 +1 0 0 1 -1,099 0,109 
-1 0 -1 0 0 1 -1,099 0,109 
-1 0 0 0 0 1 -1,099 0,109 
-1 0 +1 0 0 1 -1,099 0,109 
-1 +1 -1 2 0 0 -1,123 0,598 
-1 +1 0 2 0 0 -1,123 0,598 
-1 +1 +1 2 0 0 -1,123 0,598 
0 -1 -1 2 0 0 -1,123 0,598 
0 -1        0 2 0 0 -1,123 0,598 
0 -1 +1 3 0 0 -1,135 0,319 
0 0 -1 3 0 0 -1,135 0,319 
0 0 0 3 0 0 -1,135 0,319 
0 0 +1 3 0 0 -1,135 0,319 
0 +1 -1 4 0 0 -1,143 0,154 
0 +1 0 4 0 0 -1,143 0,154 
0 +1 +1 0 2 0 -1,123 0,364 

+1 -1 -1 0 2 0 -1,123 0,364 
+1 -1 0 0 2 0 -1,123 0,364 
+1 -1 +1 0 2 0 -1,123 0,364 
+1 0 -1 0 2 0 -1,123 0,364 
+1 0 0 0 2 0 -1,123 0,364 
+1 0 +1 0 3 0 -1,135 0,085 
+1 +1 -1 0 3 0 -1,135 0,085 
+1 +1 0 0 3 0 -1,135 0,085 
+1 +1 +1 0 3 0 -1,135 0,085 

Total: 30 24 6 -30,307 ----- 
 

Table A.8: Example No. 2 based on the UEVD of node X1 

Data-distribution without significant configurations yielding a high Bayesian score 

 

For DAGs exclusively differing with respect to the data-distributions of node X1 given the 

parent-set {X12,X157,X165}, this difference yields a likelihood ratio of approximately 3,73  

1011.  

 

In application to our data containing many rarely observed parent-set configurations the stan-

dard Bayesian scoring metric is therefore crucially influenced by the conditional expression 

value distributions of the target node through no-significant statistical observations. This 

characteristic, in combination with the independence of the contributions from the UEVD, 

reveals that the standard Bayesian score is an unsuitable scoring-metric when the number of 
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observations per configuration is low. We hold the view, that for sparse data a more suitable 

scoring metric should be used. 

 

To demonstrate this drawback of the standard Bayesian metric once again but more clearly we 

now perform the same examinations using the parent-sets {X12,X157} of size  two for node X1. 

We obtain the following empirical distribution (see Table A.9 ): 

 

Expression value 

of node X1 

Configu-

ration 

(X12,X165) -1 0 +1 

Sum Contribution to 

the score 

Contribution per 

observation 

p-value

(-1,-1) 18 0 5 23 -16,3807 -0,7122 0,000 

(-1,0) 3 4 0 7 -8,631 -1,233 0,620 

(-1,+1) 4 5 0 9 -10,179 -1,131 0,537 

(0,-1) 2 3 1 6 -11,939 -1,990 0,710 

(0,0) 1 0 0 1 -1,099 -1,099 1,000 

(0,+1) 0 2 0 2 -1,168 -0,584 0,367 

(+1,-1) 1 6 0 7 -6,366 -0,909 0,044 

(+1,0) 1 0 0 1 -1,099 -1,099 1,000 

(+1,+1) 0 4 0 4 -1,227 -0,307 0,060 

Sum: 30 24 6 60 -58,088 ----- ----- 

 

Table A.9: Frequency-table for expressions values of node X1 given parent-set {X12,X165} 
 

Considering the p-value-entries in Table A.9 we note that two configurations significantly 

differ from the remaining configurations, that is, the corresponding p-values are lower than 

0,05. In addition, there is one p-value between 0,05 and 0,1. The logarithmic local Bayesian 

score for node X1 given parent-set {X12,X157} is: –58,088. Obviously, using the standard Bay-

esian scoring-metric the parent-set {X12,X157,X165} is much better scoring for node X1 than 

the set {X12,X165}. In what follows, we precisely examine why the standard Bayesian score 

prefers the more extensive parent-set. With regard to this aim we compare each row of Table 

A.9 with the corresponding three rows in Table A.1 and Table A.5 . That is, we examine for 

each configuration of the set (X12,X165) how the observations split off in three configurations 

when additionally considering node X157. The four Tables (A.10.1-A.10.4) compare the most 

interesting configurations of the parent-sets and (X12,X165,X157) and (X12,X165). In each Table 

the first three rows correspond to three empirical distribution that are summarized by addition 
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when excluding node X157 from the set, that is, considering the parent-nodes X12 and X165 

only (see last row).  

As we can see from Table A.10.1 the significant configuration (X12,X165)=(-1,-1) becomes 

subdivided into one significant and two insignificant configurations when additionally con-

sidering node X157. Although dealing with the most significant configuration for both parent-

sets we can see from the contributions to the score that this subdivision takes only minor in-

fluence on the standard Bayesian score. Nevertheless, we remark that including node X157 

leads to a slightly decreased standard Bayesian score.  

 

Configuration 

(X12,X165,X157) 

Expression value of 

node X1 

Sum Contribution to 

the score 

Contribution 

per unit 

p-

value 

(-1,-1,-1) 3 0 0 3 -1,135 -0,378 0,311 

(-1,-1,0) 5 0  0 5 -1,149 -0,230 0,118 

(-1,-1,+1) 10 0 5 15 -14,763 -0,984 0,000 

--------------------------------------- Sum = -17,047 ------ ----- 

Summarized to the following row when parent-set {X12,X165 } is considered: 

(-1,-1,.) 18 0 5 23 -16,381 -0,712 0,000 
 

Table A.10.1: Subdivision of  (X12,X165)=(-1,-1) 

 

In Table A.10.2 the significant configuration (X12,X165)=(0,-1) becomes subdivided into three 

configurations. Again, exactly one of the extended parent-set configurations is statistically 

significant. But this time subdividing (0,-1) into three configurations yields an increase of 

approximately 5,2 in the score. Since at least one of the three new configurations is significant 

we can not argue against including X157.  

Configuration 

(X12,X165,X157) 

Expression value of 

node X1 

Sum Contribution to 

the score 

Contribution 

per unit 

p-

value 

(0,-1,-1) 1 0 0 1 -1,099 -1,099 1,000 

(0,-1,0) 0 0  0 0 0 ---- ---- 

(0,-1,+1) 0 6 0 6 -1,154 -0,192 0,012 

--------------------------------------- Sum = -2,253 ------ ----- 

Summarized to the following row when parent-set {X12,X165 } is considered: 

(0,-1,.) 1 6 0 7 -6,366 -0,909 0,044 
 

Table A.10.2: Subdivision of  (X12,X165)=(0,-1) 
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From Table A.10.3 we can see that including node X157 leads to a subdivision of (X12,X165)=(-

1,0) into three insignificant configurations. Furthermore, we can see that the values of all sub-

divisions are uniquely distributed. As a consequence the inclusion of X157 leads to an in-

creased  Bayesian score. Due to the statistical insignificance of all three subdivision we sug-

gest that the difference of approximately 5,2 is caused through data-over-fitting. 

 

Configuration 

(X12,X165,X157) 

Expression value of 

node X1 

Sum Contribution to 

the score 

Contribution 

per unit 

p-

value 

(-1,0,-1) 0 1 0 1 -1,099 -1,099 0,544 

(-1,0,0) 3 0 0 3 -1,135 -0,378 0,329 

(-1,0,+1) 0 3 0 3 -1,135 -0,378 0,079 

--------------------------------------- Sum = -3,369 ------ ----- 

Summarized to the following row when parent-set {X12,X165 } is considered: 

(-1,0,.) 3 4 0 7 -8,631 -1,233 0,300 
 

Table A.10.3: Subdivision of  (X12,X165)=(-1,0) 

 

An analogous observation can be made when considering the subdivision of the realization 

(X12,X165)=(-1,-1) in Table A.10.4. Once again an increase of the Bayesian Score seems to be 

reached substantially through data-over-fitting substantially. 

 

Configuration 

(X12,X165,X157) 

Expression value of 

node X1 

Sum Contribution to 

the score 

Contribution 

per unit 

p-

value 

(-1,-1,-1) 2 0 0 2 -1,123 -0,561 0,590 

(-1,-1,0) 0 0  0 0 0 ---- ---- 

(-1,-1,+1) 0 3 1 4 -6,640 -1,660 0,092 

--------------------------------------- Sum = -7,763 ------ ----- 

Summarized to the following row when parent-set {X12,X165 } is considered: 

(-1,-1,.) 2 3 1 6 -11,939 -1,990 0,710 

 

Table A.10.4: Subdivision of  (X12,X165)=(-1,-1) 
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From Tables A.10.1-A.10.4 we can see that the standard Bayesian score is substantially im-

proved through subordinating an own distribution to configurations not deviating significantly 

from the UEVD. The resulting increase of the score is partly reached through observations 

that distribute themselves up the sub-configurations in such a way that the new configurations 

exhibit unique empirical  expression value distributions.  

 

As a summary of our considerations we remark that the standard Bayesian score is strongly 

influenced by non-significant observations. In particular, it is susceptible to over-fitting the 

data by preferring more extensive parent-sets for the domain variables. As a consequence of 

this disadvantageous characteristic of the standard Bayesian score, MCMC runs of finite 

length often get stuck in local maxima concerning the local distributions, because a data-over-

fitting parent-set of maximal fan-in-size practically can not be exchanged for a better scoring 

and more significant parent-set. The latter consequence is due to the fact that in the first step 

of the exchange a node must be removed from the current parent-set leading to a dispropor-

tional low acceptance probability when the data are over-fitted by the current extensive set. 
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We now propose a new scoring metric for Bayesian networks. It is derived from the standard 

metric (see Section 3) but differs regarding the parent-configurations that have to be differen-

tiated. While the standard Bayesian score (see Section 3) subordinates an own expression 

value distribution for each possible parent-configuration, our new metric summarizes insig-

nificant parent-configurations in a hierarchical way. This yields penalties for parent-sets con-

taining many insignificant configurations without losing the simple substance-scientific inter-

pretableness, as we will demonstrate below. 

 

For the remainder of this appendix we will use the following notation among others: 

X1,...,Xn (nN) are the domain variables, respectively, the nodes of the network. uN (with 

2 u ‘fan-in’) is the number of variables in a certain parent-set. rN is the number of possi-

ble values for each variable in the domain. That is, we assume the same number of possible 

realizations for each variable in the domain (ri=r for i=1,...,n). These realizations are given by 

the following integer-set: {1,...,r}. The observed data set is denoted by D. 

 

We now consider the following situation: 

Xi (i{1,...,n}) is one of the domain-variables and (G,) is a Bayesian network over the do-

main {X1,...,Xn}. The parent-set of variable Xi in network G is given by  

i={Y1,...,Yu} {X1,...,Xn}\{Xi}. 

 

In a first step, we compute the standard Bayesian score and perform for each of the ru possible 

parent-configuration (y1,....,yu){1,...,r)u the permutation-version of the chi-square-test of 

independence described above.  In each case we distinguish between significant and insignifi-

cant parent-configurations using the corresponding p-value and a fixed threshold value 

(0,1). Subsequently, we define an indicator variable Iu(.):{1,...,r}u{0,1} that indicates for 

each parent-set configuration (y1,...,yk) if it is significant or not: 
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Note that, the indicator-function Iu more precisely not only depends on the size of the parent-

set u but on the set i itself and additionally on Xi. For convenience, we omit these technical 

details. This  can be done because only the variable Xi in combination with the parent-set 
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i={Y1,...,Yu} is considered in this appendix. Nevertheless, this dependence should be kept in 

mind.  

 

With the aim of summarizing parent-configurations in a hierarchical way, we now consider a 

fixed ordering of the variables Y1,...,Yu in the parent-set i. 

More formally, for the parent-set i ={Y1,...,Yu} with {Y1,...,Yu}  {X1,...,Xn}}\{Xi} we de-

fine a vector-set i=i(i) of size u! containing all ordered permutations of the parent-set 

variables Y1,...,Yu. Furthermore, let (Y(1),...,Y(u)) be a member of i(i), that is, a permuta-

tion of (Y1,...,Yu).  In other words  is a permutation of the integer set {1,...,u}. 

 

For each permutation  of the set {1,...,u}, respectively, for each member (Y(1),...,Y(u)) of 

i(i), we set = -1,z0=0, and w0=0, and define the following mathematical function:  

fu,:{1,...,r}u  {1,...,ru} 

that satisfies the following equivalence-condition for all possible realizations (z1,...,zu), 

(w1,...,wu){1,...,r}u of the fixed parent-set permutation (Y(1),...,Y(u)): 

 

fu,(z1,...,zu) = fu,(w1,...,wu) for (z1,...,zu) (w1,...,wu) 

  I(z(1),...,z(u))=0 and I(w(1),...,w(u))=0 and 

for =max{m{0,...,u}|z0=w0,...,zm=wm} 

there exists no parent-configuration (x1,...,xu) with I(x(1),...,x(u))=1  

for that either  (0, x1,...,xu) =(z0,...,z,z+1,v+2...,vu)  

or   (0, x1,...,xu) =(w0,...,w,w+1,v+2...,vu) holds,  

where in both cases v+2,...,vu{1,...,r} 

 

Without loosing generality we assume that the image-space of the function fu, is given by the 

following integer-set:{1,...,q(i|)} with q(i|)  ru. The value q(i|) depends on the cardinality  

of the image-space {x{1,...,ru}| fu,(z1,...,zu)=x for an integer-vector (z1,...,zu){1,...,r}u}of 

fu, . 

 

For the density-function for the data D given a Bayesian network G with parameter-vector  

(see formula 3.4) holds: 
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where N(i,j,k) is the number of cases in D in which variable Xi has the value k{1,...,r} and 

the parent-configuration (Xi) is given by j{1,…,q} (q=ru, i=1,...,n). i,j,k is the probability 

that the variable Xi takes on its k-th value, given the j-th parent-configuration of Xi 

(j=1,….,ru). 

 

Note that, each integer variable j{1,...,ru} is in one-to-one correspondence with a realization 

((y(1),...,y(u)) of the ordered parent-set variables((Y(1),...,Y(u)). More precisely, there is a 

hidden bijection: 

B:{1,...,r}u{1,...,ru} 

 

that assigns an integer j{1,…,ru} to each realization (y1,...,yu){1,...,r}u of the ordered par-

ent-set (Y(1),...,Y(u)).  

 

In other words, using the definition of the function B the following equivalence statement 

holds: 

 

P(Xi=k|i = j) = i,j,k   P(Xi=k|(Y(1)=z1,... Y(u)=zu)) = i,(z1,....,zu),k and B(z1,...,zu) =j 

   (for i=1,...,n; k=1,...,r; j=1,...,ru; (z1,...,zu){1,...,r}u). 

 

We now summarize parent-configurations given a fixed ordering (Y(1),...,Y(u)) of the parent-

set variables Y1,...,Yu as follows:  

 

We simply replace the bijection B through the indicative function fu, (both defined above) to 

assign integers to parent-set realizations. That is, we set: 

P(Xi=k|Y(1)=z1,.... Y(u)=zu)) = (i,fu,(z1,...,zu),k) 

           (for i=1,...,n; k=1,...,r; (z1,...,zu){1,...,r}u), 

where (i, fu,(z1,...,zu),k) is the probability that Xi takes on the value k given the realization 

(z1,...,zu) of the ordered parent-set vector: (Y(1),...,Y(u)). Note that, the use of the function fu, 

instead of B yields that an own expression-value-distribution is not necessarily defined for 

each parent-configuration. The choice of fu, yields a summarization in a hierarchical way, as 

we will illustrate below. For each pair of parent-configurations (z1,...,zu) and (w1,...,wu) with 

fu,(z1,...,zu)= fu,(w1,...,wu), the same expression-value distribution parameters are subordi-

nated. 
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We denote fu,(y(1),...,y(u)){1,...,q(i|)} as f-implied realization of the parent-set. It corre-

sponds either to a single (significant or insignificant) configuration or to a summary of insig-

nificant configurations.  

 

A problem arises from the necessity of assuming an ordering (Y(1),...,Y(u)) of the parent-set 

variables. Since different orderings yield different summarization’s of the parent-set configu-

rations, each of the u! orderings of (Y1,...,Yu) leads to a different parameterization of our net-

work model and consequently, we obtain different scores. We return to this point in the re-

mainder of this appendix. 

 

For each particular ordering (Y(1),...,Y(u)) of the parent-set variables the interpretation is as 

follows: 

The first variable Y(1) in the fixed ordering (Y(1),...,Y(u)) is the most striking for the re-

sponse variable Xi. If there are k1 values of Y(1) not participating in significant configura-

tions, all k1ru-1 parent-set configurations beginning with one these k1 values are put together. 

This summarization means that for these values of Y(1) the same expression value distribu-

tion of Xi is subordinated, independently of the realizations of the other parent-set nodes 

Y(2),...,Y(u) . In other words for these configurations exclusively the value of Y(1)  is deci-

sive for the distribution of Xi. On the other side for each value of Y(1) participating in at least 

one significant configuration the second variable Y(2) in the fixed ordering (Y(1),...,Y(u)) is 

the most striking now. Independently, for each realization y1 of Y(1) participating in a signifi-

cant configuration we put together all configurations beginning with y1 and continuing with a 

value y2 of Y(2) satisfying the condition that no significant configuration begins with such a 

value-pair (y1,y2). If there are k2 values of Y(2) satisfying this condition for a certain value y1 

of Y(1), k2ru-2 parent-set configurations are put together. Subsequently, the third variable in 

the fixed ordering (Y(1),...,Y(u)) is the most striking for the response variable Xi and configu-

rations starting with a pair (y1,y2) participating in at least one significant configuration and 

continuing with a value y3 of Y(3) satisfying the condition that no significant configuration 

begins with such a value-tuple (y1,y2,y3) are put together.  

This procedure is continued until the last variable Y(u) in the fixed ordering (Y(1),...,Y(u)) is 

reached. In the last step the remaining insignificant configurations are put together while the 

significant configurations are separated. For instance, we now demonstrate this stepwise pro-

cedure using the parent-set S2={X12,X157,X165} for the first domain variable X1 (see Table A.1 
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and Table A.5). We assume the natural-sequence ordering (X12,X157,X165) and remind that our 

permutation test revealed that only the following two configurations:  (-1,+1,-1) and (+1,+1,-

1)  are significantly deviating from the UEVD of node X1. 

In the first summarization-step, we see that the expression value “0” of the first variable in the 

ordering X12 is not participating in a significant configuration. Therefore, we put together all 

nine configurations beginning with the value “0” (see Graphic A.1). As we can see from the 

graphic the configurations (0,y2,y3) with y2,y3{-1,0,+1} will obtain the same expression 

value distribution. 

0

+1

-1

-1,0,+1 -1,0,+1

            X12        X157     X165

 

Graphic A.1: First step of summarization 

 

In the second summarization-step we consider on the one hand the configurations beginning 

with the expression-value “-1” and on the other hand the configurations beginning with “+1”. 

In both cases there can be found exactly one significant configuration beginning with the cor-

responding expression value. This yields in both cases a summarization of six insignificant 

parent-set configurations because each time two values of the second variable X157 lead to 

pairs not participating in significant configurations (see  Graphic A.2). 

In the last summarization-step we consider all configurations beginning with either (+1,+1) or 

(-1,+1). In both cases the significant parent-set configuration is separated from the remaining 

two insignificant configurations (see Graphic A.3).   
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-1,0,+1 -1,0,+1

+1

0,-1 -1,0,+1

+1

0,-1 -1,0,+1

 

Graphic A.2: Second step of summarization 

 

 

0

+1

-1

-1,0,+1 -1,0,+1

+1

0,-1
-1,0,+1

+1

0,-1
-1,0,+1

0,+1

-1

0,+1

-1

 

Graphic A.3: Last step of summarization 

The application of the summarization-procedure leads to a new empirical expression-value 

distribution shown in Table A.11. The observed frequencies of several parent-set configura-

tions are summarized with respect to the graphical structure shown in Graphic 3 in a hierar-

chical way. The first three columns indicate the set of configurations, which are put together. 
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In this context the entry “arbitrary” means that the concrete expression-value of the corre-

sponding variable is unimportant when the according values placed in front of the more strik-

ing variables are present. The interpretation of an “or”-entry is analogous but holds for two 

values only. 

 

 

f-implied 

parent-configuration set 

Empirical frequency for the values 

of node X1 

X12 X157 X165 -1 0 +1 

Total 

-1 -1 or 0 arbitrary 12 1 0 13 

-1 +1 -1 10 0 5 15 

-1 +1 0 or +1 3 8 0 11 

0 arbitrary arbitrary 3 5 1 9 

+1 -1 or 0 arbitrary 1 1 0 2 

+1 +1 -1 0 6 0 6 

+1 +1 0 or +1 1 3 0 4 

Total: 30 24 6 60 

 

Table A.11: Empirical distribution of node X1 given parent-nodes X12, X157 and X165 
 

We define our modified Bayesian scoring metric in analogy to the standard one, but use the 

new f-implied parent-configurations instead of all possible parent-set configurations. 

 

More precisely, for each node Xi we restrict on one arbitrary but fixed ordering (i) of the 

corresponding parent-set i (i=1,...,n) and replace the probability of the data matrix D, given a 

Bayesian network G, with parameters  (see above): 
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where (i) is an arbitrary but fixed member of the vector set i=i(i).  i,j,k|(i)  is the model 

parameter for the probability that domain variable Xi takes on the value k given the j-th f(i)-

implied parent-configuration, and N(i,j,k|(i)) is the number of cases in the data set D in 
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which Xi has the value k{1,...,r} and the f(i)-implied parent-configuration 

f(i)(y(i)(1),...,y(i)(u)) is given by j{1,...,q(i|(i))}. For i=1,...,n the value q(i|(i)) denotes the 

size of the image-space of the corresponding function f(i) as mentioned above.  

 

* is the parameter-vector consisting of all necessary model parameters  

 

i,j,k|(i)  (i=1,...,n; j=1,...,q(i|(i)), k=2,...,r), 

where 0 i,j,k|  1 and . 
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We remark that there are several ways to select the (arbitrary but fixed) orderings of the vari-

ables in the n parent-sets (X1),...(Xn). For instance, for each domain variable a random 

permutation of the parent-set could be selected. Another possibility is to take for each variable 

the ordering leading to the highest modified Bayesian score. 

 

For the remainder of this appendix we assume that for each domain variable Xi a fixed order-

ing (implied through a permutation (i)) of the parent-set variables i is selected. The new 

scoring metric only differs from the standard metric concerning the parent-configurations, 

which are now summarized in a hierarchical way, at least to a certain extension. Therefore, in 

equivalence to the proof of Cooper and Herskovits (1992), it can be shown that this parame-

terization also leads to a closed form solution when the Dirichlet parameter prior is used.  

 

For i=1,...,n and j=1,...,q(i|(i)) the  Dirichlet-prior for the parameter vectors 

(i,j,1|(i),...,i,j,r|(i))) (i=1,....,n and j=1,....,q(i|(i)) are defined as: 
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where (.) is the gamma function.  
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As mentioned in Section 3 the hyperparameters (i,j,k)>0, have a simple interpretation as 

pseudo counts Using the pseudo-counts:  

(i,j,k|(i))=(rq(i|(i)))-1, 

with q(i|(i)) the size of the f(i)-implied parent-configuration set for domain variable Xi 

(i=1...,n and j=1,...., q(i|(i)) and k=1,...,r), the closed-form solution for P(D|G0) is given by: 
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As already mentioned above N(i,j,k|(i)) is the number of cases in the data set D in which Xi 

has the value k{1,...,r} and the f(i)-implied parent-configuration f(i)(y(i)(1),...,y(i)(u)) is 

given by j{1,...,q(i|(i))}. 

We now compute the logarithmic modified Bayesian score for our example, that is, domain 

variable X1 given parent-set S1={X12,X157,X165} and the fixed natural-sequence parent-set 

ordering S2=(X12,X157,X165) (see Table M). The new Bayesian score is –55,857. Since the 

logarithmic standard Bayesian score was given by  -47,282 (see above), we can conclude that 

our score yields a higher penalty for this parent-set (at least with respect to the empty parent-

set). When we compute the new score for domain variable X1 given parent-set {X12,X165} 

with ordering (X12,X165) (see Table A.9) we can see that using our modified Bayesian metric 

the more extensive parent-set S2 is not favoured. 

f-implied 

parent-configuration set 

Empirical frequency for the 

values of node X1 

X12 X157 X165 -1 0 +1 

Total Local 

Score 

-1 -1 or 0 arbitrary 12 1 0 13 -6,914 

-1 +1 -1 10 0 5 15 -13,573 

-1 +1 0 or +1 3 8 0 11 -10,241 

0 arbitrary arbitrary 3 5 1 9 -14,127 

+1 -1 or 0 arbitrary 1 1 0 2 -4,277 

+1 +1 -1 0 6 0 6 -1,304 

+1 +1 0 or +1 1 3 0 4 -5,421 

Total: 30 24 6 60 -55,857 

 

Table A.12: Computation of the logarithmic modified Bayesian score 
for 1={X12,X157,X165} 
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For the parent-set {X12,X165} we obtain a logarithmic modified score of size –55,669 (see 

Table A.13) which is comparable to the logarithmic modified Bayesian score of size–55,857 

for the set {X12,X157,X165}. Obviously, the more extensive set of size three is no longer pre-

ferred.  

 

 

f-implied 

parent-configuration set 

Empirical frequency for the values 

of node X1 

X12 X165 -1 0 +1 

Total Local 

Score 

-1 -1 18 0 5 23 -15,942 

-1 0 or +1 7 9 0 16 -14,819 

0 arbitrary 3 5 1 9 -13,531 

+1 -1 1 6 0 7 -5,912 

+1 0 or +1 1 4 0 5 -5,465 

Total: 30 24 6 60 -55,669 

 

Table A.13: Computation of the logarithmic modified Bayesian score for 1={X12,X165} 
. 

When we compute the modified Bayesian score for node X1 given parent-set {X157} (see Ta-

ble A.14) we can see that even a parent-set of size one yields a score comparable to the set S2 

of size three. 

 
f-implied parent-

configuration set 

Empirical frequency for the val-

ues of node X1 

X157 -1 0 +1 

 

Total 

 

Local Score 

-1 7 2 0 9 -7,786 

0 9 0 0 9 -1,639 

+1 14 22 6 42 -47,179 

Total: 30 24 6 60 -56,603 
 

Table A.14: Computation of the logarithmic modified Bayesian score for 1={X157} 
 

For clarity, we now compare the logarithmic standard Bayesian score with our logarithmic 

modified Bayesian score for some special parent-sets, that is, all sub-sets of S1 and S2, in Ta-

ble A.15 and Table A.16. From Table A.15 we can see that the modified score yields values 
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of comparable size for all subsets of S1={X12,X157,X165}. Instead of clearly favoring the most 

extensive set S1 itself, there are many possibilities, that is, transition-probabilities of sufficient 

size, to escape from the set S1. For the sub-sets of S2={X50,X129,X196} the most extensive set is 

clearly favored by both metrics. Obviously, MCMC runs leading to the parent-set S2 for node 

X1 are trapped both, when the standard and the modified score is used. But as we can see from 

the empirical distribution (see Tables A.17 and A.18) this is substantially due to the fact that 

many significant parent-set configurations are given for this case. 

 

Logarithm of the local Bayesian score Parent-set  

of node X1 Standard version Modified version 

S1={X12,X157,X165} -47,282 -55,857 

{X12,X157} -59,733 -55,764 

{X12,X165} -58,088 -55,669 

{X157,X165} -61,509 -57,269 

{X12} -61,494 -61,494 

{X157} -56,603 -56,603 

{X165} -61,710 -61,710 

{} -61,170 -61,170 

 

Table A.15: Comparison of the Bayesian scores 
Note that, concerning the modified version the natural-sequence ordering is used. 

 

Logarithm of the local Bayesian score Parent-set  

of node X1 Standard version Modified version 

S2={X50,X129,X196} -40,960 -43,285 

{X50,X129} -61,410 -58,200 

{X50,X196} -56,219 -60,291 

{X129,X196} -46,093 -48,167 

{X50} -68,280 -61,170  

{X129} -63,732 -63,732 

{X196} -49,583 -49,583 

{} -61,170 -61,170 
 

Table A.16: Comparison of the Bayesian scores 
Note that, concerning the modified version the natural-sequence ordering is used. 
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Parent-configuration Empirical frequency 
for the values of X1 

No. 1 No. 2 No. 3 -1 0 +1 

 
Local 
Score: 

 
p-value: 

-1 -1 -1 0 0 0 0 ---- 
-1 -1 0 0 0 0 0 ---- 
-1 -1 +1 0 2 0 -1,123 0,349 
-1 0 -1 0 0 0 0 ---- 
-1 0 0 0 0 0 0 ---- 
-1 0 +1 0 0 0 0 ---- 
-1 +1 -1 1 0 0 -1,099 1 
-1 +1 0 2 0 0 -1,123 0,597 
-1 +1 +1 0 1 0 -1,099 0,510 
0 -1 -1 0 0 0 0 ---- 
0 -1        0 0 0 2 -1,123 0,007 
0 -1 +1 0 0 0 0 ---- 
0 0 -1 0 1 0 1,099 0,510 
0 0 0 0 2 0 -1,123 0,349 
0 0 +1 0 1 0 1,099 0,510 
0 +1 -1 6 0 0 -1,154 0,040 
0 +1 0 7 0 2 -9,576 0,023 
0 +1 +1 0 3 0 -1,135 0,077 

+1 -1 -1 1 0 0 -1,099 1 
+1 -1 0 0 0 1 -1,099 0,100 
+1 -1 +1 0 0 0 0 ---- 
+1 0 -1 1 0 0 -1,099 1 
+1 0 0 0 0 0 0 ---- 
+1 0 +1 0 0 1 -1,099 0,092 
+1 +1 -1 8 0 0 -1,162 0,011 
+1 +1 0 4 10 0 -13,511 0,019 
+1 +1 +1 0 4 0 -1,143 0,070 

Total: 30 24 6 -40,960 ----- 
 

Table A.17: Empirical distribution of node X1 given parent-set S2={X50,X129,X196} 

 

Obviously, the set S2={X50,X129,X196}is indeed well-suited as parent-set for node X1. There 

are five significant parent-set configurations and additionally four configurations with p-

values between 0,05 and 0,1. All in all, 39 observations belong to significant parent-set con-

figurations. To the comparison: for the set S1 there were only two significant configurations 

together covering 16 observations only (see Table A.5). 

 

Finally, Table A.18 shows which configurations are put together when applying our hierar-

chical summarization procedure. Afterwards, the resulting empirical distributions and the con-

tributions to the score are presented.  
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f-implied 

parent-configuration set 

Empirical frequency for the 

values of node X1 

X50 X129 X196 -1 0 +1 

Total Local 

Score 

-1 arbitrary arbitrary 3 3 0 6 -8,108 

0 -1 -1 or +1 0 0 0 0 0 

0 -1 0 0 0 2 2 -1,156 

0 0 arbitrary 0 4 0 4 -1,205 

0 +1 -1 6 0 0 6 -1,232 

0 +1 0 7 0 2 9 -8,758 

0 +1 +1 0 3 0 3 -1,185 

+1 -1or 0 arbitrary 2 0 2 4 -6,489 

+1 +1 -1 8 0 0 8 -1,251 

+1 +1 0 4 10 0 14 -12,697 

+1 +1 +1 0 4 0 4 -1,205 

Total: 30 24 6 60 -43,285 

 

Table A.18: Computation of the logarithmic modified Bayesian score 
for 1={X12,X157,X165} (using the natural-sequence ordering of 1) 

 

 

As a conclusion of the considerations in this appendix we remark that the standard Bayesian 

score is obviously not a suitable scoring metric when analyzing sparse data sets. The modified 

Bayesian score presented seems to eliminate some of the drawbacks of the standard metric - at 

least to a certain extend. But since yet clearly not examined sufficiently, the characteristics of 

this new metric remain an important research problem for us. Currently, we are experimenting 

with this new scoring metric. Our modified Bayesian metric must therefore be seen as a pos-

sible alternative to the standard one that might have some benefits, but is surely not examined 

exhaustively yet.  

As a last remark, we state that there is another straightforward possibility to influence the val-

ues of the standard Bayesian score. That is, to modify the total prior precision (see Section 3). 

We used a total prior precision of size =1 concerning both the data analysis (see Section 9) 

and the examinations in this appendix. An increase of  leads to the imputation of higher 

pseudo-counts and therefore in an automatic way to strong occupations of the cells in fre-

quency-tables. Since we have seen that rarely occupied cells can strongly influence the values 

of the standard Bayesian score, the choice of a higher total prior precision weakens one of the 
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major drawbacks of the standard Bayesian Score. Nevertheless, the choice of an increased  

can not prevent that insignificant configurations, that is, configurations with distributions not 

significantly deviating from the UEVD, influence the Bayesian score in the same way as sig-

nificant configurations. Exclusively, the extremely high penalties resulting from non-uniquely 

empirical distributions of  rarely observed parent-set configurations are reduced. On the other 

hand higher values of the total prior precision slow down the convergence of the Markov 

chain, because due to the imputation of higher pseudo-counts the observed data loose their 

relevance. That is, the occupations of the cells in frequency tables and consequently the local 

probability scores (see Section 2) become automatically much more equalized. Table A.19 

shows the logarithmic local standard Bayesian score of variable X1 given parent-sets S1 and 

S2, and the resulting likelihood-ratio for some total prior precision values. As we can see from 

the table, for increasing total prior precision values the likelihood ratio converges to 1. 

 

Total prior pre-

cision  

S1 

={X12,X157,X165}

S2 

={X50,X129,X196}

Likelihood 

Ratio 

1 -47,282 -40,960 0,002 

15 -44,257 -40,160 0,017 

30 -45,974 -42,250 0,024 

60 -49,000 -45,617 0,034 

120 -52,852 -49,894 0,052 

240 -56,766 -54,395 0,093 

480 -60,079 -58,389 0,185 

960 -62,483 -61,412 0,343 

1920 -64,020 -63,402 0,539 

3840 -64,913 -64,578 0,715 

7680 -65,399 -65,225 0,840 

15360 -65,654 -65,565 0,915 

30720 -65,784 -65,739 0,956 

61440 -65,850 -65,827 0,978 
 

Table A.19: Comparison of different total prior precision values 
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Although this must be seen as an argument against increasing the total prior precision, we 

suppose that higher pseudo counts can be used to involve deviations from the UEVD instead 

of simple frequency counts within the calculation of the standard Bayesian score. Our current 

idea is the following one. Instead of counting the number of certain events in the data set D, 

we calculate the deviation of these counts from the expected frequencies. That is, expectations 

under the assumption of independence concerning the distributions of the expression values of 

the domain variables and the configurations of their parent-set variables. Loosely speaking 

this can be seen as a transformation of deviations from the UEVD into deviations from the 

uniform expression-value-distribution. And the latter one, that is, deviations from the uniform 

distribution, are penalized by the Bayesian Score as we have seen above (see for example 

Table A.6). For the remainder of this appendix we assume parent-sets of the same size q(i)=q 

and r(i)=r to demonstrate the idea behind this deviation-based approach. But as experimenta-

tion has shown a generalization of this approach – also covering parent-sets of different sizes - 

leads to some technical problems not solved so far.    

 

For the calculation of the cell-count expectations under independence, we assume:  

 

))(()())(,( jXPkXPjXkXP iiii    

(i=1,…,n, k=1,…,r and j=1,…,q) 

 

Under this assumption holds for i=1,...,n: 

 

))(()()],,([ jXPkXPmkjiNE ii    

           (k=1,…,r and j=1,…,q) 

 

where m is the number of observations in the data set D, that is, the number of samples of the 

domain-variables X1,...,Xn, and N(i,j,k) is the number of cases in the data set D in which vari-

able Xi has the value xi,k and the parent-configuration (Xi) is given by j (i=1,…,n; k=1,…,r 

and j=1,…,q). Note that for all i{1,...,n} holds if the data set is complete:  
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We can statistically estimate the expected cell-frequencies as follows: 
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       (i=1,…,n, k=1,…,r and j=1,…,q). 

 

Note that this proceeding is analogous to the calculation of cell-frequency expectations in 

frequency-tables when independence is assumed. Furthermore, we remark that the estimators 

for the probabilities P(Xi=k) and P((Xi)=j) are simply the relative frequencies of the corre-

sponding events {Xi=k} and {(Xi)=j} in D. 

 

The deviations between the observed and expected counts are then given by: 
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so that some of them are of negative size. Since we want to exchange the observed frequen-

cies N(i,j,k) for these calculated deviations D(i,j,k), this restriction is problematic. As we can 

see from formula (3.9): 
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if we replace N(i,j,k) through D(i,j,k), then the first ratio would cancel and the nominator of 

the second ratio could yield negative arguments for some gamma-function. More precisely, 

the replacement would immediately lead to the following formula for the Bayesian score: 
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This seems unproblematic if the pseudo-counts (i,j,k) are of sufficient size, but there is a 

hidden problem, not easily to recognize. It arises when for a pair (i,j) holds: 

 

N(i,j,k)=0 for k=1,...,r, 

 

because this leads to deviations of size zero, that is: D(i,j,k)=0 (k=1,...,r) and consequently to 

a contribution of size zero to the logarithmic local Bayesian Score. This is due to the fact that 

the parameters (i,j,k) are no real pseudo-counts. Although they are referred to, and even can 

be interpreted as a kind of pseudo-counts, they contribute to the score for observed parent-set 

configurations only.  For non-observed configurations, that is, N(i,j,k)=0 (k=1,...,r) respec-

tively, D(i,j,k)=0 (k=1,...,r), the contribution to the logarithmic score is always equal to zero. 

In particular this does not dependent on the size of the total prior precision.  

 

Although this does not really matter if the parameters (i,j,k) are of small size, this becomes 

problematic if the total prior precision increases. Because increasing the total prior precision 

automatically leads to an increase of the contribution to the logarithmic Bayesian score for all 

configurations that are observed, that is, all configurations j with N(i,j,k)>0 for at least one 

integer k. More precisely, the mathematical statement:  
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  (for all y and x with y>x) 

 

holds if and only if: N(i,j,k)>0. For N(i,j,k)=0 equality is given. 

Using the standard Bayesian score this will lead to a clear “preference” of parent-sets contain-

ing many non-observed configurations when the parameters (i,j,k) are high relative to the 

size of the real counts N(i,j,k). Unfortunately, for our deviance-based scoring approach, where 
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we have to guarantee non-negative arguments for gamma-functions (see above), we have to 

select a total prior precision  that leads to:  

(i,j,k)  D(i,j,k) for all i, j, and k. 

Therefore this substantial problem is inevitably when our approach is used.   

An easy solution to this problem is incorporating additional (real) pseudo-counts (i,j,k). That 

is, replacing the counts N(i,j,k) through D(i,j,k)+(i,j,k)0 for i=1,..,n; j=1,...,q, and k=1,...,r. 

Whereby the sizes of this pseudo-counts (i,j,k) are selected in an analogous way to the pa-

rameters (i,j,k). That is: 

 

(i,j,k) = (rq)-1, 

 

where  is a constant like the total prior precision value . This leads immediately to the fol-

lowing formula for the Bayesian score: 
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To guarantee positive arguments we have to select a precision  that fulfills for i=1,...,n; 

j=1,...,q and k=1,...,r: 
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We assume  in analogy to our expression data analysis (see Section 9)  r=3 and q=27, that is, a 

parent-set of size 3. Inserting these values, we obtain: 
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And since (i,j,k)>0 we can bound: 

 

81),,(  kjiD  (i) 

 

Inequation (i) obviously holds for deviations D(i,j,k) of positive size, but can be untrue for  

negative deviations D(i,j,k). But the deviations can be bounded. More exactly for the devia-

tions D(i,j,k) holds: 
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If we select an alternative discretisation procedure that guarantees that for all domain vari-

ables holds that all possible expression values (“-1”, “0”, and “+1”) are observed at least in 25 

and at most in 50 percent of the m cases, we can bound: 

 

m
m

mm
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Substituting this result (iii) in inequation (i) for the precision-parameter , we obtain the fol-

lowing bound: 

 

mm  25,208125,0 . 

 

We can conclude that a precision  of size 20,25m yields exclusively positive arguments for 

the gamma-functions. This value of  yields the following real pseudo-counts: 

 

81

25,20
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mkji


  .  (iv) 

 

Further examinations show that the inclusion of (real) pseudo-counts of these sizes (see for-

mula (iv)) leads to landscape of the space of network models that is much too smooth. That is, 

all networks G obtain approximately the same Bayesian score. Especially for the local 

probability distributions there is almost no considerably difference between different parent-
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sets. This is obviously due to the fact that the influence of high (real) pseudo-counts (i,j,k) 

yields that the real counts N(i,j,k), respectively deviations D(i,j,k), when they are small rela-

tive to the size of the pseudo-counts, become nearly negligible. 

 

We therefore propose that the (real) pseudo-counts (i,j,k) should be not too high. It seems 

useful to limit them by a certain bound. Due to our experimentation we recommend – at least 

concerning our data (with m=60) - the following pseudo-counts *(i,j,k): 
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In order to prevent negative values for the expression D(i,j,k)+ (i,j,k) the following trans-

formation might be used.  

 

Transformation procedure: 

For i=1,...,n; j=1,...,q and k=1,2,3 define: 

(i,j,k) = D(i,j,k)+*(i,j,k). 

Then holds: 
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Then determine for i=1,...,n and j=1,...,q: 

 

min(i,j) = max{0,-(i,j,k)| k=1,2,3}, 

 

and finally substitute for i=1,...,n; j=1,...,q and k=1,2,3: 
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Then for i=1,...,n; j=1,...,q  holds: 
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new kji     and   new(i,j,k)0 (k=1,2,3). 

 

 

Loosely speaking this simple linear transformation procedure works as follows. For each pair 

(i,j), representing a combination of a domain variable Xi and one of the corresponding  parent-

set configurations, the minimal constant is added so that all sums of deviations and (real) 

pseudo-counts (i,j,k) (k=1,2,3) are non-negative. Afterwards all resulting values (i,j,k)  are 

multiplied by one factor, so that the sum over (i,j,k) (k=1,2,3) is equal to the sum over the 

(real) pseudo-counts, that is, .  

When this transformation procedure is applied, no discretisation procedure leading to restric-

tions concerning the expression-value distribution, is required. The discretisation procedure 

based on the Information-Bottleneck (see Section 7) can be used. 

 

Note that, this deviation-based approach, we presented above, must be seen as a data-

transformation taking place before applying Bayesian network methodology. The calculation 

of deviations and inclusion of pseudo counts has to be done first. Afterwards the resulting 

data can be analyzed as if they were real observational data.  

 

As a conclusion we remark that this idea of using deviations from the UEVD (instead of 

counts) in combination with the standard Bayesian score seems to be advantageous if the un-

conditional expression-value-distributions of the domain variables are non-uniform distrib-

uted. Especially, we suppose that this new approach can used in combination with the modi-

fied Bayesian score discussed first in this appendix. That is, in a first step the permutation-

tests might be used to summarize parent-configurations in a hierarchical way, and afterwards, 

for the resulting configurations the deviations-based approach might be used.  

We believe that the combination of both modifications will provide results that are much 

more expressive and realistic when sparse expression-data are analyzed. Therefore we plan to 

perform a new data-analysis of our kidney cell expression data that incorporates this modifi-

cations of the Bayesian score 
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	1 Introduction and motivation
	Living cells contain thousands of genes, each of which codes for one or more proteins. These proteins in turn regulate expression of genes through complex regulatory pathways to accommodate changes in their environment. Gene expression is regulated at many molecular levels starting from the DNA level to the mRNA level to the protein level. The availability of genomic expression data promises to have a profound impact on the understanding of basic cellular processes, the diagnosis and treatment of disease and the efficacy of designing targeted therapeutics. Relevant to these objectives is the development of a deeper understanding of the various mechanisms by which cells control and regulate the transcription of their genes.

	2  Introduction to Bayesian networks
	FIGURE 2.1: Example of a Bayesian network.
	In particular, expanding the factorisation rule mentioned above (see formula (2.1)) gives the same factorisation of the joint probability for both graphs:


	5  Implementation of statistical approach using Matlab
	We now compute the logarithmic modified Bayesian score for our example, that is, domain variable X1 given parent-set S1={X12,X157,X165} and the fixed natural-sequence parent-set ordering S2=(X12,X157,X165) (see Table M). The new Bayesian score is –55,857. Since the logarithmic standard Bayesian score was given by  -47,282 (see above), we can conclude that our score yields a higher penalty for this parent-set (at least with respect to the empty parent-set). When we compute the new score for domain variable X1 given parent-set {X12,X165} with ordering (X12,X165) (see Table A.9) we can see that using our modified Bayesian metric the more extensive parent-set S2 is not favoured.
	For the parent-set {X12,X165} we obtain a logarithmic modified score of size –55,669 (see Table A.13) which is comparable to the logarithmic modified Bayesian score of size–55,857 for the set {X12,X157,X165}. Obviously, the more extensive set of size three is no longer preferred. 


